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ABSTRACT
This Habilitation Thesis manuscript presents some of my research activities as
Assistant Researcher ("Maître de Conférences") at Université Paris-Sud XI since
2003. It contains a selected summary of my contributions to the field of Evolutionary Design of autonomous agents and developmental systems. Evolutionary
Design is an automatic design method based on evolutionary operators, ie. combining selection pressure and partly blind variations, and has been shown to be particularly relevant to address problems for which a success value may be computed,
without any hint on how to actually obtain the best design. The core motivation
behind my research is to provide autonomous embodied agents with both efficient
design and robust (self-)adaptation capabilities. In this scope, several aspects of
my work are presented, starting with a focus on some important evolutionary
mechanisms for automatic design of embodied agents (representation formalism
and selection pressure), then addressing the problem of evolutionary design of
structural design such as bridges and metallic truss structures, with a special focus on the relevance of developmental design with regards to robustness and
scalability. Finally, on-line behavior learning for self-adaptation in the scope of a
real-world autonomous robotic agent is described as well as perspectives towards
self-adapting swarm of autonomous agents.

RÉSUMÉ
Ce manuscrit d’Habilitation à Diriger des Recherches présente quelques unes
de mes activités de recherche que j’ai mené depuis 2003 en tant que Maître de
Conférences à l’Université Paris-Sud XI. Ce manuscrit résume une partie de mes
contributions dans le domaine de la conception automatique par algorithmes
d’évolution artificielle ("Evolutionary Design") appliquée aux agents autonomes
et aux systèmes développementaux. La conception automatique par évolution
artificielle est une méthode de conception automatique qui repose sur des opérateurs inspirés des mécanismes de l’évolution, c’est à dire combinant une pression à la sélection avec des variations partiellement aveugles. Cette approche est
connue pour être particulièrement bien adaptée aux problèmes pour lesquels une
valeur de performance peut être calculée, sans aucune indication sur la méthode
permettant de construire la meilleure solution. La principale motivation de ces
travaux et de concevoir des agents autonomes à la fois efficaces et adaptatifs,
voire auto-adaptatifs, pour rester valide si les conditions du problème venaient à
changer. Dans ce cadre, ce manuscrit présente plusieurs aspects de mon travail :
tout d’abord, certains aspects fondamentaux du processus de conception seront
présentés (problème de représentation, pression à la sélection), puis le problème
de la conception automatique de structures de type pont ou treillis métallique
sera abordé, en insistant particulièrement sur la capacité des systèmes développememtaux à fournir des solutions robustes et capables de passer à l’échelle. Enfin,
mes travaux sur l’apprentissage en ligne de comportement pour un robot autonome sera décrit ainsi que des perspectives concernant l’auto-adaptation d’essaim
d’agents autonomes.
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FOREWORD

As a researcher, I am interested in autonomous systems capable of learning
and/or adapting to their environment in an autonomous fashion. To be even more
specific, I have long been interested in embodied and situated agents, hence my
lasting interest for learning and optimization mechanisms in the scope of such
agents.
During the last six years, i switched my research focus from Machine Learning and Perceptual Learning [BCZ+ 03] towards Evolutionary Design and Evolutionary Robotics (ie. control architecture and morphology). Artificial evolutionary
mechanisms are indeed very relevant in this context as they show two relevant
features: optimization (the ability to produce relevant design propositions) and
discovery (the ability to provide original propositions). Moreover, these mechanisms are very flexible with regards to problems that can be addressed, which
makes evolutionary design very relevant whenever the problem at hand is loosely
defined (e.g. a delayed, noisy, poorly informative reward). Lastly, evolutionary design may generate robust adaptive (ie. capable of generalization) or self-adaptive
(ie. continuously learning) embodied agents, which are key issues towards selfsustaining autonomous systems.
This Habilitation Thesis 1 manuscript summarizes my research activities in the
Machine Learning and Optimization team at University Paris-Sud and TAO/INRIA, which I joined after my phd and post-doc studies. It is intended as a short
description 2 of my research activities, with background, description of contributions and perspectives regarding the different aspects of my work. The manuscript
is organized as follow: the next chapter provides a short description of the mechanisms and issues in Evolutionary Design of Embodied Agents as well as a reader’s
guide. Then, the three following chapters each focus on specific aspects of my past
and current research activities. Perspectives are provided at the end of each major
sections of each chapter in a distinct, well identified, paragraph. Moreover, the second part of the last chapter is entirely devoted to on-going work and perspectives
in a new domain i have been recently investigating.

1. HDR: Habilitation à Diriger des Recherches.
2. The reader may refer to our paper in [Bre09] for a general introduction (in french), which may
be seen as a complementary to this manuscript.
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SUMMARY
This chapter provides a short introduction to automatic design of embodied agents with
evolutionary algorithms, including a description of context of applications, mechanisms
and scientific issues. The final section sketches the overall organization of the manuscript
and provides a reader’s guide to the following chapters.

2.1

DESIGNING EMBODIED AUTONOMOUS SYSTEMS

Imagine for a moment that you are given the task of designing a system for exploring and preparing the venue of human explorers, without knowing precisely
what kind of environment your system shall encounter. The heart of the Amazon
forest, deep oceans or off-world planets, all these environments are very different
but share similarities with regards to the problem at hand. The design problem
you would face may be addressed in many ways, depending on the precise specifications to match. Moreover, it may be possible to set up performance assessments,
such as explored area surface and dimensions of the habitat to be used by the
forth-coming human explorers, but it may also be very difficult to know how to
achieve these.
A candidate approach may be to reformulate this problem as a "typical" engineering problem, by defining a set of well identified tasks and an optimal control
law for an autonomous robot (e.g. an UAV with a robotic arm), such as building
a map of the environment and/or assembling structures into predefined shapes
to host future human explorers. However, this reformulation of the task also implies a possible over-simplification of the problem, and thus sub-optimal solutions.
Another radical approach may be to endow a set of autonomous robots with selfadaptive control algorithms and morphology designs so as to cope with environmental particularities. Indeed, options are multiples and lead to very different
approaches and level of involvement from the designer. However, a common issue
is that of designing "morpho-functional" machines [HP03], that is embodied autonomous systems defined both with a specific morphology ("body") and control
architecture ("brain").
This manuscript presents a summary of my research activity since 2003 in the
domain of automatic design of morphology and/or control architecture of embod-
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ied agents, with a special emphasis on artificial evolution as efficient optimization
and/or discovery methods [ES03]. The challenge is to provide possibly approximate, but relevant, solutions to problems for which hardly any other alternatives
may be possible without restraining the specifications of the objective. Then, the
motivation is to rely on the flexibility of evolutionary operators in order to explore
possible paths, either to provide practical solutions or to bootstrap the conception
of a human engineered solution.
While this work presented here finds its root in several domains, including reactive robotics [Bro91], situated AI [PB06] or open-ended evolution in Artificial
Life [Ada99], the most prominent roots are to be found in Evolutionary Robotics
(ER) and Evolutionary Design (ED) [HHC92, NF00]. Applications of Evolutionary
Algorithms to design virtual agents, real robotic systems or architectural design
have been spreading since the beginnning of the last decade of the XXth century: wheeled robots, legged robots, underwater robots, flying robots, swarm and
modular robots..., but also mobile sensor networks, virtual creatures living in
simulated worlds or even complex systems such as architectural design made of
active structures ([FM08] provides a nice and complete overview of such achievements). The more general term of Evolutionary Synthesis, or Evolutionary Design
of Embodied Agents [FM08, Lip05, DMB09], tends to be admitted by the scientific
community due to its wider scope.
Automatic Evolutionary Design is mainly justified in two situations (a) whenever the success criterion is rather limited and sparse (e.g. a positive reward whenever the robot accomplished a task, the travelled distance without any regards to
the locomotion mode, etc.) and (b) whenever the human engineer is motivated by
the possibility to explore innovative solutions under limited or no constraints on
morphology and/or behavior. Then, problems that can be of interest may be divided in two very similar classes, that differs on whether the design process takes
place offline (i.e., prior to the actual use) or online (i.e., during actual exploitation).
The two classes are described hereafter:
OFFLINE EVOLUTIONARY DESIGN: This class of problems is concerned with the
very design process, prior to the actual exploitation of a solution. The optimization process acts here as a black-box, starting from problem specifications and
resulting in a proposal, wether it is ready-to-use specifications or a set of possible solutions or information regarding the problem at hand. In this setup, there
is a clear distinction between design, possibly based on evolutionary algorithm 1 ,
and the actual deployment of the proposed solution. In this setup, the concepts of
population, selection and variation are the characteristics of an optimization algorithm adapted to a particular class of problems. Chapters 3 and 4 are concerned
with such offline design problems.
ONLINE EVOLUTIONARY DESIGN: In this context, there is no clear difference between the design and actual production phases as the design algorithms remain
active through the duration of the experiment or deployment [WFP02], in a similar way to that of online learning methods [Blu96]. As an example, the Symbrion
european project 2 on swarm and modular robotics considers the problem of selfadaptation to unkown environment in a distributed robotic systems (i.e., elements
of a swarm). In this scope, efficient behaviors to sustain energy are driven by en1. Note that some hybrid approaches involving Evolutionary Computaion do exist. As an example,
the innovization approach makes it possible to explore the space of possible solutions to a problem
and may act as a boostrap step in a human design process [DS07b].
2. IP FP7 Symbrion (2008-2013), http://www.symbrion.eu

2.2 EVOLUTIONARY DESIGN OF EMBODIED AGENTS (IN A NUTSHELL)
vironmental constraints which cannot be specified prior to deploying the robotic
units, requiring de facto embodied learning algorithms. The last chapter of this
manuscript (chapter 5) explicitly deals with such problems, considering both online behavior learning for a single robot and multiple embodied agents.

2.2

EVOLUTIONARY DESIGN OF EMBODIED AGENTS (IN
A NUTSHELL)

Figure 1: A typical scheme of Evolutionary Algorithm for Autonomous Robot Control Architecture Optimization.

From a practical viewpoint, Evolutionary Algorithms are meta-heuristics that
provide the human engineer with a set of tools to address particular optimization
problems 3 . The core principles are built upon two complementary mechanisms,
inspired from Darwin’s original principles: blind variations (favoring the introduction of new candidates) and survival of the fittest (favoring pressure towards the
best individuals). Figure 1 illustrates this process with the example of offline behavior optimization of an autonomous agent. The left part of the image illustrates
the evolutionary loop: an initial population of random individuals is generated
randomly, each individual corresponding to a genome (e.g. a set of parameters
or specifications) that defines a particular configuration of robot. Individuals are
ranked according to their performance in order to select a subset of these individuals. These "parents" will then be used to generate new "children" individuals,
whose genomes are created using stochastic variations, either by recombining several parent genomes and/or mutating a specific parent. This optimization process
is termed iterative as it goes on until a pre-defined criterion is reached (e.g. maximum number of evaluations, desired performance, etc.). The right part of the
3. The interested reader is referred to [ES03] for a complete introduction to Evolutionary Computation and to [NF00] for an in-depth introduction to Evolutionary Robotics.
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image gives an example of a navigation task (i.e., a two-wheel robot should explore a maze). In this example, deliberately simplified, the aim is to design an
automatic control architecture allowing an autonomous mobile robot to explore a
maze. On the one side, the genome encodes the parameters of an artificial neural
network connecting sensory inputs to motor outputs. On the other side, the performance of this genome is assessed by the behavior of the autonomous robot in
the environment. An important remark is that the nature of the evaluation process
is completely independent from the viewpoint of evolution in the offline setting,
and only results in fitness values to be used for further ranking and selection.
However, the actual expertise of the human engineer is crucial to the success
of such algorithms, both with regards to representation issues and evolutionary
mechanisms. In fact, several questions must be answered before actually launching the evolutionary design process: how to describe a candidate solution? how
to explore new candidate solutions? what is the structure of the problem? how to
ensure the success of the evolutionary process? In the following chapters, we focus on these questions from different viewpoints: chapter 3 addresses the problem
of representation of control architecture and selection pressure, chapter 4 summarizes our work on evolvability of developmental genotype-phenotype mapping
and chapter 5 addresses these question in the scope of an online learning and
optimization problem.
Lastly, we consider the main scientific issues in evolutionary design:
– Robustness issues: The concept of robustness admits several interpretations
depending on problems addressed and may be considered at different levels. For example, robustness of the evolutionary process relates to the ability
to provide relevant results for different problems while robustness of an embodied agent depends on its efficiency to survive in more or less different
environmental conditions 4 . More precisely, robustness of an embodied agent
would then be defined as the ability to cope with changes in the environmental condition, either by featuring an intrinsic robustness to noise and/or
generalization capabilities (offline setup), or by displaying continuous selfadaptation to new situations (online setup).
– Scalability issues: A key feature of a design process is its ability to scale up,
i.e., to remain valid as problems grow in complexity. This is indeed a main
challenge in Evolutionary Design, as the main motivation is to address problems which may not be solved with traditional techniques. This manuscript
actually provides two illustrations addressing scalability, in the scope of complex behavioral patterns that go beyond reactive behaviors (cf. chapter 3) and
self-organization of swarm of embodied agents whenever the environment
dimensions scale up (cf. chapter 4).
Not only these issues are of common interest to the community, but they also provide a sound guideline towards a methodological approach to evaluate scientific
contributions. Indeed, these issues will be referred to and addressed in several
occasions in this manuscript.

4. As an example, one particular case is that of the reality gap in autonomous robots [JHH95]:
robustness would then refer to the ability of a solution evolved in simulation to be successfully transferred to a real robotic system.

2.3 OVERVIEW OF THE DOCUMENT

2.3

OVERVIEW OF THE DOCUMENT

The next chapters present my contributions to the field of automatic evolutionary design of embodied agents, successively addressing the following issues:
CHAPTER 3 provides an insight into evolutionary design mechanisms and representation formalisms for embodied agent control architecture. As stated previously, representation and variation operators as well as selection pressure and structure of
the fitness landscape are the main elements to take into account within an evolutionary process. Focusing on these "elements" of evolutionary design of embodied
agents, this chapter presents a review as well as two contributions. Firstly, representation issues are addressed and a new control architecture representation is
introduced: Echo State Networks ("ESN") [Jae01a]. Secondly, the issue of selection
pressure vs. premature convergence and bootstrapping is addressed. A methodology for fitness function reformulation is proposed and evaluated, based on the
assumption that selection pressure complies more with neutral regions in the fitness landscape than with local minima for some specific class of problems relevant
to autonomous robotics agents.
CHAPTER 4 describes our contributions to Evolutionary Design, with a special emphasis
on multi-cellular developmental systems. In the scope of automatic design, evolutionary algorithms have proved to be very relevant to provide both efficient and original designs for various problem settings ranging from architecture constructions
to morpho-functional virtual and/or robotic agents. Moreover, a recent approach
inspired from embryogenic developmental process have shown promising results
and is currently under investigation in the community. In this chapter, we describe our work in this domain, first focussing on an important required feature
of such developmental systems: the development halting problem. It is shown
that this issue is a major step towards "robust" developmental design, i.e., stable
developments whenever noise is added to initial conditions and/or changes in
the environmental specifications. Secondly, the problem of environment-driven
developmental process is addressed in the scope of stabilization of a metallic
truss structure composed of many active embodied elements taking into account
mechanical stress in a distributed fashion. As a matter of fact, the developmental problem addressed in this chapter is based on a multi-cellular systems and
shares some similarities with a swarm of embodied elements (i.e., local interaction between elements, global convergence, but constraints with regards to spatial
organization of elements).
CHAPTER 5 presents our contributions in autonomous agent self-adaptation and describes on-going work and new directions for my research. Evolutionary design algorithms are usually applied in an offline manner: the evolutionary process produces one or several candidate solutions to the problem at hand, then the selected
solution is actually deployed and used further on. However, it may also be possible to address problems that require online learning and/or optimization. For
example: the supervisor may not be able to re-initialize the environment and robot
location inbetween evaluations, it may not be possible to identify a priori what is
the structure of the environment prior to development or it may be possible that
the environment may change during the course of experiment. In such cases, a
"self-adaptation" mechanism is required to ensure survival and task-fulfilling in
the long term. This chapter addresses such online self-adaptive algorithms, first
in the context of single robot online onboard self-adaptation with an encapsulated
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evolutionary algorithm, then by considering the extension of this work to multiple embodied agents. Indeed, the second part of chapter 5 provides concluding remarks and perspectives for our work, sketching new directions in self-adaptative
distributed embodied systems.
For each of these subjects, a short review is provided that highlights the main
issues and contributions from the literature and my own contributions are described and placed into the existing scientific context. Moreover, a summary at
the beginning of each chapter provides a short table of contents as well as a list
of my major publications related to this chapter, along with a list of collaborators
I have been closely working with on these subjects. Phd students I have been coadvising on these subjects are also mentionned with a special "(phd)" tag. Each
chapter is rather independant, but have been written so as to display a natural
progression from the focus on particular evolutionary mechanisms (chapter 3) to
considerations regarding generalization issues for multi-cellular developmental
systems (chapter 4) and finally, to the context of online onboard self-adaptive embodied agent(s) (chapter 5).
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SUMMARY
This chapter contains:
– A brief overview of neuro-evolution algorithms for behavior optimization.
– A summary of contributions regarding evoESN, i.e., evolving Echo State Networks as
control architecture.
– A brief overview of robust optimization techniques in the context of Evolutionary
Robotics.
– A summary of contribution regarding reformulating the vicinity of a local optimum
into a neutral region to avoid premature convergence.
Related publications: [HB07, DBS07b, HBS09a, HBS09b, Dev09, Har09]
Main collaborators: Alexandre Devert (phd), Cedric Hatland (phd), Michèle Sebag, Marc Schoenauer.

3.1

INTRODUCTION

Many different approaches have been explored in the literature to address agent
control problems, each tailored for one kind of problem specifications and with
varying degrees of involvement from the human engineer. On the one hand, Optimal Control Theory [MS82, Lau98] has long been studied and provides exact
solution for problems where the system dynamics are perfectly known (e.g. a
robotic arm in a factory). On the other hand, many other approaches exist that try
to address uncertainty [TBF05] and/or loosely defined problems.
A most prominent one is Reinforcement Learning (RL) [SB98]: the goal of RL
is to automatically design a near-optimal behavior (or policy) in the context of
complex environments with uncertainty, where the reward for a given behavior
is unknown, noisy and delayed (e.g. the reward is given once the robot escapes
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the maze). The basic idea is to gradually reinforce policies that end up being
better with regard to this reward, given the fact that this reward may be known
after a long period a state-action transitions is at the heart of the complexity of
the problem. As a matter of fact, RL is at the cross-road of Machine Learning,
Artificial Intelligence and Optimal Control Theory, and takes some inspirations
from the learning process observed in Nature [RW72, Wat89].
In its most common form, the motivation of RL algorithms is to estimate the
best expected discounted rewards for each state-action pairs (ie. the value function, often formulated as a Markov Decision Process) so that it is then trivial to
get the near-optimal policy thanks to the Bellman’s optimality principle [Bel57].
However, a state space may be too large or may only be available as continuous space, implying reformulation. In these cases, several approaches based on
the value function may address these issues, such as Approximate Dynamic Programming [BT96, Gel07]. At the limit of RL and Optimal Control, Approximate
Dynamic Programming tries to optimize/learn a compact representation of the
value function.
Then again, the problem at hand may be too complex (e.g. POMDP or DECPOMDP [BGZI02]), requiring alternative approaches to directly search for approximation of the optimal policy as it becomes difficult to represent the value
function. The most relevant approaches in this case are quickly summarized in
the following:
– Direct Policy Search [Wil92, MT03, KS04] tries to directy optimize the policy (i.e., without requiring a formulation of the value function). As a matter
of fact, the work presented in this chapter may be seen as a particular kind
of policy search 1 based on combining Evolutionary Algorithms as an optimization process and Artificial Neural Networks as a policy representation
formalism (i.e., neuro-evolution). While few works have explicitly studied
neuro-evolution from the RL perspectives, it has been shown to be a competitive approach to face uncertainty and partially observable tasks in large
dimensions [TWS07, TWS06];
– Actor-Critic models [KB99] tries to optimize both the representation of the
value function and the policy;
– Also, learning by imitation and demonstration in Robotics have proposed to
introduce the human into the loop, thus limiting the state space to relevant
regions provided by the human demonstrator, either by explicitly showing
successful trajectories to reproduce [Sch99, BEC+ 04] or performing reinforcement learning in a sub-space of the state space limited to human-controlled
demonstrations [ACQN07, AGN05].
While not strictly referring to the domain of Reinforcement Learning 2 , this
chapter deals with automatic design of control architectures for embodied agents
through neuro-evolution techniques. This chapter focuses on two complementary
key elements of Evolutionary Design of Embodied Agents: representation formalism of control architectures and the relation between selection pressure and fitness
landscape. Firstly, neuro-evolution algorithms are briefly reviewed, as it is probably the most fitted representation formalism to date, and our own contribution
regarding the introduction of the well known Echo State Networks ("ESN") as a
representation formalism for evolution of control architecture is presented. Sec1. Sometimes termed Evolutionary RL.
2. The interested reader may refer to [SB98], which provides a clear and complete introduction
to Reinforcement Learning. Regarding Evolutionary RL, the reader may refer to [NF00] - While not
stricly referring to RL, this book presents a nice introduction to policy search as evolving neural
network control architecture.

3.2 REPRESENTATION ISSUES FOR CONTROL ARCHITECTURES
ondly, a review of the current approaches towards evolutionary optimization of
robust behavior is given and our contributions regarding avoiding the pitfalls of
premature convergence is presented.

3.2

REPRESENTATION ISSUES FOR CONTROL ARCHITECTURES

In the first part of this chapter, a brief overview of neuro-evolution algorithms
is provided, focusing on the current trends and issues. Eventhough other representation formalisms are also used, and will be cited when relevant, the major part of the literature advocates the use of artificial neural networks as the
designer’s choice for representing control architectures. While notoriously difficult to interpret, neural networks are easy to implement and to use, and have
been shown to display very good evolvability [NF00]. The following state of
the art on Neuro-Evolution techniques is an extended version from our own papers [DBS07b, HBS09a].
3.2.1

Neuro-Evolution Techniques

Neural Networks (NNs) can be used to tackle a variety of problems. In classification or regression problems, some examples of inputs/outputs of the network are
available during the learning phase: the training is supervised, and the fitness function is generally some Mean Square Error (MSE) between the network outputs and
the actual outputs over the know examples. On the other hand, unsupervised learning regards cases where no such examples are available and reinforcement learning
is concerned with delayed, sparse and possibly noisy rewards. When the network
is used as a component of some computational model for a physical process, an
explicit optimisation criterion (or oracle) is nevertheless available: the optimal network is the one for which the model reaches a target behaviour. Typical examples
of such situation include control problems (e.g. robotics), and engineering inverse
problems. Finally, the optimisation criterion can be implicit, and rely on some
internal stabilisation of the network under external stimulation, as for instance
in the case of adaptive robot, where the behavior depends on the environmental
conditions.
In Evolutionary Robotics, neural network has long been the choice of reference,
in particular as policy search algorithms for Reinforcement Learning tasks (see for
example [NF00]). As a controller representation formalism, it shows some interesting features such as a good performance with regards to robustness (i.e., noisy sensory inputs), evolvability (i.e., small changes in the weight implies small changes
in the functional behavior) and ease of implementation (update time grows linear with the number of links), including when it comes to very limited hardware
specifications such as for onboard robotic systems.
In the following, a short overview from the ER viewpoint of neural networks is
provided, addressing both problems of representation and plasticity.
Discrete Time Neural Networks
Two crucial programmer’s decisions impact the choice of a learning method to
train the network: the type of topology – feedforward or recurrent, i.e. without or
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with loops in the connection graph – and the choice of what will be learnt – the
weights of a fixed topology, or both the topology and the weights.
For static problems, feedforward NNs will more likely be used, because the
resulting learning problem is generally easier, while dynamical problems (where
data k depends on data k − 1, k − 2, . . .) will bias the choice towards recurrent NNs,
that include some memory of the past in the activations of their internal neurons.
However, feedforward NN fed with multiple past inputs can also capture the
essence of dynamical systems, sometimes better than recurrent NNs [DBK+ 96].
Regarding the choice of the free parameters, very powerful methods are available in Evolutionary Robotics to optimize the weights of a fixed topology that
would favour such approach, ranging from evolutionary optimization to combining learning and evolution ([NF00] provide a detailed description of some of
them). However, the choice of the topology itself then only relies on the programmer’s expertise, and a poor guess will hinder the whole process 3 . On the other
hand, whereas learning both the weights and the topology opens up a much
larger search space, the best topology can stay out of reach of the chosen learning
method. The versatility and robustness of Evolutionary Algorithms make them
perfect candidates for this latter task.

EVOLVING TOPOLOGIES Some works addressed this issue by modifying the structure of the neural network prior to, or during, the learning process. Proposed
approaches rely on hand-crafting the NN topology [LBD+ 89], pruning arcs or
nodes from fully connected NN [LDS+ 90] or even growing NN by adding new
nodes during the course of learning [FL90]. In this context, Evolutionary Algorithms (EAs) quickly appeared as a relevant approach towards NN learning by
the end of the 1990’s (see [Yao99] for a detailed survey). And though they can
also be useful for the optimisation of the weights of a feed-forward NN, because
backpropagation, as a gradient-based method, can easily get stuck in some local
optima, EAs have been mainly used for their flexibility to handle complex search
spaces: variation operators acting on the topology can easily be designed.
But evolutionary learning of NNs can be applied as soon as some performance
measure for a given network is available, i.e. in both supervised or unsupervised
(with an explicit optimisation criterion) context, or for feed-forward as well as for
recurrent network topologies. Indeed, evolutionary learning of both the topology
and parameters of recurrent NNs has been widely adopted in domains that could
benefit from the wide variety of rich dynamical behaviours they offer, e.g. for
control problems, in evolutionary robotics . . .
Notable works in this field include: the GNARL approach [ASP94] which uses
direct encoding of a neural network for building a robot controller; EANT [KS05],
which evolves structure and weights in distinct processes; SANE [Mor98] (Symbiotic Adaptive Neuro-Evolution) and ESP [GM97, GM99] (Enforced Sub-population)
evolve a population of neurons (rather than network) and combine these neurons
to form effective neural networks; GASNET [HSJO98] combines optimising the
position of neurons in an euclidean space with diffusion of chemicals.
More recently, NEAT (Neuro Evolution of Augmenting Topologies) [SM02c]
have stated a new standard for neuro-evolution algorithm in pure performance
and speed of convergence and have been applied to classical benchmarks from
Evolutionary Robotics.
3. While theoretical results proved the representation power of such networks even with one or
two hidden layer(s) [HSW89], the issue of setting the correct number of hidden neurons for a given
task remains open.
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NEAT: NEURO-EVOLUTION OF AUGMENTING TOPOLOGIES The NEAT algorithm
[SM02c], is an evolutionary neural network optimisation algorithm. It evolves both
the topology and the weights of a neural network, either feedforward or recurrent.
It relies on a direct encoding of neural network topologies and is based on a
specific evolutionary scheme, using different subpopulations to preserve diversity
along evolution. The main feature of NEAT is that it explores the topologies from
the bottom-up: it starts from an empty network (direct connections from inputs to
outputs), and proceeds constructively, using several mutation operators (and no
crossover operator) to stochastically add neurons and connections to the networks
while preserving as much as possible the behaviour of the network (e.g. new
connections have very small weights, new neurons have no connections to start
with, . . . ). Some Gaussian mutation operator modifies the weights so as to fine
tune the network.
NEAT has been applied successfully to a wide range of problem, from the classical two pole balancing problem, evolving walking gaits of hexapodal robots
and behavior optimization in the context of multi-robots. However, it should be
noted that direct encoding methods poorly scale up, and sometimes have trouble to catch problem regularities (such as symmetries). Extensions of the original
NEAT implementation have been proposed to tackle this issue, such as HyperNEAT [DS07a], but have yet to be applied in a robotic context.
Nevertheless, NEAT is currently one of the (if not "the") state-of-the-art NN
optimisation algorithm. However, it should be emphasized that while part of its
feature, such as the cleverly designed variation operators, may be re-used in the
context of evolving neural network topologies, some other key features are higly
related to the intrinsic generational nature of a classic evolutionary scheme - as
a consequence, it cannot be adapted straight-forwardly in the context of online
adaptation where speciation, or innovation, also depends on the locality of individuals (cf. chapter 5).

Artificial Ontogeny of Neural Networks
It has been known for long [Mic96] that the choice of a representation, i.e. of
the space to search in, is crucial for the success of any Evolutionary Algorithm,
which includes Artificial Evolution of neural controllers. The importance of the
type of embryogeny (the mapping from genotype to phenotype) of the chosen
representation in Evolutionary Design has been highlighted for instance in [BK99],
and more systematically surveyed in [SM03]. Direct representations, with no embryogeny (the relation between the phenotype and the genotype is a one-to-one
mapping), have been replaced by indirect representations, where the embryogeny
is an explicit program, generally based on a grammar - and evolution acts on this
program. The phenotype is then the result of the execution of the genotype.
Artificial Ontogeny of neural networks has a long history in the scope of Autonomous Robotics, from the seminal works of Gruau [Gru94b] and Sims [Sim94]
and their many successfull followers (see [SM03] for a review). Frederic Gruau’s
Cellular Encoding [Gru93, WGP95] is an indirect encoding method inspired from
embryogenesis, and makes it possible to evolve a set of instructions that create
a discrete-time, possibly recurrent, neural network. It was shown to successfully
evolve efficient controllers for inverted double pole balancing and walking gait
for real-world hexapodal robots. In 2003, Bongard’s Artificial Ontogeny approach
partly relied on Cellular Encoding to address both control and morphology evolution of simulated robots with multiple degrees of freedom [BP03].
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Even more recent, AGE (Analog Genetic Encoding) [MMDF08] have also been
able to provide promising results in Autonomous Robotics using a developmental
approach for building neural controllers. AGE relies on an approach inspired
from artificial Genetic Regulatory Networks [Ban03] where (regulatory) part of
the genome encodes information on how to interpret (coding) parts, resulting
in a fully functional neural networks that is built out of a very simple string of
characters (i.e., the genotype is encoded as a variable length chain of symbols
where some gene may be found that encode both a neuron and its "affinity" with
regards to other neurons).
3.2.2

Contribution: Evolving Echo State Networks

Reservoir Computing
Recently, however, an alternative to topology learning for recurrent NNs referred to as Reservoir Computing (RC) was proposed in the context of supervised
learning of dynamical systems, namely the prediction of times series [JMP07,
JHP06, JMP06]. RC constitutes a shift of paradigm w.r.t. standard NNs, and is
based on massively unstructured networks, only constrained from global or statistical properties. In practice, RC refers to several close approaches: that of Echo
State Networks [Jae01b] and that of Liquid State Machines [MNM02].
The Echo State Networks approach [Jae01b] turns the search for the best topology into the search for the best combination of many randomly connected neurons: if sufficiently many different dynamics are present in the reservoir of neurons, then any dynamical system can be approximated by a linear combinations
of those dynamics [OXP07]. The learning problem is thus quadratic, and can be
solved rapidly and efficiently by any standard optimisation method. However the
straightforward approach is limited to supervised learning, some recent works
have been focusing on using ESNs in other contexts such Evolutionary Robotics,
which will be described later on.
Let us consider the ESN structure (Fig 2), where x1 , . . . , xK , e1 , . . . , eN , y1 , . . . , yL
respectively denote the input entries, the hidden neurons and the output of the
ESN; each neuron implements a sigmoidal activation function. In the most general
setting, every input is connected to every hidden neuron according to a weight matrix Win ; every hidden neuron is connected to every output according to weight
matrix Wout ; finally, hidden neurons are connected together according to weight
matrix W.
The specificity of ESNs compared to standard NNs is twofold. Firstly, the weight
matrix W describing the connectivity of the hidden neurons is defined as a random matrix, conditioned from a connectivity rate ρ (neuron i is connected to
neuron j with probability ρ, i.e. wi,j is set to 0 with probability 1 − ρ; otherwise
wi,j is uniformly drawn in [−1, 1]), and constrained from an upper-bound on its
largest eigenvalue α, referred to as damping factor (requiring α < 1). Formally:
wi,j =

±a
0

with probability ρ
otherwise

where a is such that the largest eigenvalue of W satisfies the damping factor
bound. Secondly, the training of an ESN only considers the output weight matrix
Wout ; the size of the search space is linear in the number of hidden neurons.
The idea behind this limited learning scope (only considering Wout ) is that
the reservoir neurons offer a large variety of behaviors; the target dynamic system is approximated by a simple weighted sum thereof. The upper-bound on the
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damping factor is meant to enforce the stability of the dynamic system. The breakthrough of ESNs and more generally Reservoir Computing is to reduce the complexity of the search space for modelling complex dynamic systems: as already
mentioned, the search space Wout is linear in the number of hidden neurons,
whereas the complexity of standard recurrent network optimization is quadratic
in the number of hidden neurons [Elm90].

Figure 2: Structure of an Echo State Network

In the Autonomous Robot Control field, recent works involving ESNs include
memory-enabled control task [ASD+ 07] and learning by demonstration [HB07].
In our preliminary work published in [HB07], ESNs are used to achieve Apprenticeship Learning [BS04, AN04]. A regression problem, associating to the sensor
vector the desired actuator values, is defined from an example of target behavior demonstrated by the teacher. This regression problem is solved by quadratic
optimization of the ESN readout weights. In [ASD+ 07], ESNs are used to detect
complex events and to solve memory-based problem for the road-sign navigation
problem.
Very recently, ESNs have been used with good results for tasks involving temporal information, such as time series prediction or Reinforcement Learning, exploiting the fact that the memory of the system is encoded by the state of the
hidden neurons [SP05]. Typically, ESNs are used to tackle standard evolutionary
Reinforcement Learning benchmark problems such as the inverted double pole
balancing problem [JBS08] or our own work about maze navigation [HBS09a].
In this context, the output weight matrix has been optimized using evolutionary computation, more specifically Evolution Strategies with Covariance Matrix
Adaptation (CMA-ES) [HK04], which is the state-of-the-art algorithm in continuous optimization.
evoESN: Neuro-Evolution of ESN
As stated previously, the properties of Echo State Networks are still of interest
eventhough regression or learning is not applicable, as they imply the possibility
to combine rich temporal activities with a low number of parameters. NeuroEvolution of ESN is achieved by relying on the evolutionary process to tune the
neural weights from the reservoir nodes to the output nodes, as opposed to using
a regression algorithm in the supervised learning setup. This means both that the
reservoir of the network is determined once and for all prior to evolution and that
we face a parameter tuning problem, i.e., choosing how to combine the dynamics
of the reservoir solely by balancing the influence of each reservoir nodes onto
the output nodes. While one may intuitively think that there should be a great
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variability depending on the reservoir, it is not that true in practice – for some
tasks, differences between reservoir topologies have even less influence than the
evolutionary tuning of output weights and show lower variance than with other
neuro-evolution methods.
In 2007, we presented a first contribution with Neuro-Evolution of Echo State
Networks for a control task in a multi-cellular setup[DBS07b]. The multi-cellular
control problem will be extensively described in Chapter 4 and implies optimizing the control architectures of many connected autonomous agents so that the
entire system converge towards a stable desired state. This is, to our knowledge,
the first ever contribution regarding evolutionary reinforcement learning of Echo
State Networks for a control task. Recently, we also applied Neuro-Evolution of
ESN in the context of a simulated automous mobile robot facing a navigation task
requiring memory[HBS09a]. In all these setups, evolving ESN was compared to
the state of the art NEAT neuro-evolution algorithm. These two setups are described hereafter and general conclusions are drawn.

Claim: evoESN
converges faster than
NEAT and provide
better average
performance.

Figure 3: The multi-cellular control problem: each cell takes a decision on local basis, the
target objective is to match a pre-defined pattern at the global level.

DISTRIBUTED SELF-ORGANIZATION IN A MULTI-CELLULAR ENVIRONMENT Our first
contribution with Evolving ESN, termed evoESN, was concerned with Artificial
Ontogeny of the Flag problem, as introduced to Evolutionary Design in [Mil03].
This problem will be extensively described in section 4.3.1 in the next chapter, and
only information relevant to results about Echo State Networks will be addressed
here. The basic setup considered is shown in figure 3: a set of interconnected autonomous "cells" are homogeneously distributed over a 2-D grid. Each cell receives
information from the four neighboring cells (north, south, east, west) and broadcasts information to these four neighboring cells. Information is represented as a
continuous value and each cell may emit and receive information through one, or
more, channels. Hence, the cell input/output values are computed as follow:
P
– inputValuei = 3j=0 outputValueji
– outputValuei = fcontrol
(inputValue0..N )
i
With i the channel index, j the neighboring cell index (j = 0..3 correspond to the
neighbor cell indexes (north, east, south, west)) and fcontrol
(...) the control funci
tion that determines the output for channel i. This control function is also used
to define additional output channel, used to determine the color, or grey scale, of
the cell. The control function is duplicated over all the cells, and produces different output depending on the context – in this precise setup, cells at the border of
the grid receive different input values and thus bootstrap the differentiation process between cells. All cells are synchroneously updated until a given termination
criterion is reached (e.g. a pre-defined number of iterations). The task at hand is
for the whole organism to converge towards a given shape, such as a circle. In
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practice, it means optimizing the control function such as matching between the
organism and the target image is maximum when the development stops.
The task at hand can be formulated as choosing and optimizing a control architecture for a distributed homogeneous swarm of agents within a constrained environment - as a matter of fact this can be related to optimizing the update rule for
a 2D continuous cellular automata. In this setup, the continuous inputs/outputs
as well as the loosely defined and delayed fitness calculation (i.e., a global performance measure computed once development is over) makes a perfect setup for
neuro-evolution. In [DBS07b], we compared the efficiency of two neuro-evolution
techniques: our own contribution, evoESN, and the state-of-the-art NEAT algorithm. Our own implementation of evoESN combined straigth-forward Echo State
Networks [Jae01a] with two different flavors of Evolution Strategies for continuous domain optimization: the well-known and simple (1 + 1) Evolution Strategies [Sch81], and the state of the art CMA-ES [AH05]. As for every other experiments described in this document, all experiments were reproduced several times
(from 12 to 50 independant runs) to get reliable statistical results.
While experiments focused on target matching starting both from ideal and
noisy condition, both NEAT and evoESN provided very comparable results, with
one of the two methods occasionaly showing slightly better results depending on
the target considered (matching a disc, a half-disc, two and three bands images,
see chapter 4 for target descriptions). For example, evoESN outperforms NEAT
on the disc problem (matching a black disc over a white background) with a
99% confidence two-tailed T-test while NEAT, while both evoESN and NEAT provide very comparable results on the half-disc problem (same as the disc problem,
but with the right half of the picture behind color inverted), but with faster convergence for evoESN. A detailed analysis of the experiments show that evoESN
displayed reliable results with low standard deviation - which was not expected
as the reservoir is completely different from one run to another - while NEAT
displayed more versatile results, hence occasionaly providing better performing
single solution. Indeed, This is rather unexpected as the influence of very different
evoESN reservoir end up being much less important with regards to performance
versatility compared to what happens with the NEAT algorithm. Several reservoir
sizes (10, 20 and 50 neurons) were also evaluated, leading either to comparable
results on simpler targets or to better results for ESN with wider reservoir in the
case of more difficult targets.
In the end, evoESN ends up as standing as a reliable choice when it comes to
robustness among the runs, with very comparable, or even better, average results
than what is achieved with the reference NEAT algorithm. This is achieved with
only very few parameters to tune - in this case, all the evolutionary algorithm
parameters are handled through the self-tuning CMA-ES algorithm based on default ESN parameters, except for the Reservoir size, which is a key parameter
with regards to the expressive capabilities of the network. While evoESN lacks
the kind of versatility displayed by NEAT to find extreme solutions, which could
end up being the engineer’s choice. However, the ability for NEAT to occasionaly
generate some very good solutions may depend on the problem at hand and on
the ability to enforce diversity within candidate solutions during one evolutionary
run.
MEMORY-BASED NAVIGATION FOR AN AUTONOMOUS MOBILE AGENT The issue of
memory has been long been studied in Evolutionary Robotics. A classic example is that of Elman Network[Elm90], a specific flavor of multi-layered perceptron
where all hidden neurons are connected to one another, making it possible to
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capture information within the network for some time, which has been successfully applied in the scope of Evolutionary Robotics [FM96, CD05]. However, a
fully connected recurrent neural network implies that the number of connections
grows quadratically with regards to the number of neurons, which is an important
limitation. In the recent years, several directions of research have been explored
in parallel, which are briefly sumarized here:
– Neural plasticity methods: this family of algorithms is defined by the combination of Evolution to provide a neural network and a mechanism that
changes the nature (structure and/or parameters) of this neural network during the robot’s life depending on the sensory inputs. Hence, recurrence is not
even needed to provide memory as the very modification of the neural net
through time is sufficient to account for registering the occurence of specific
events at some point. This kind of algorithms have been proved to work on
several problems requiring adaptation [NP93, NP96, GSS04] and/or memorization of specific events[UF01];
– Constructive methods: algorithm that gradually increase the complexity of
recurrent neural networks by adding neural connections. Recent examples in
Evolutionary Robotics include application to the inverted double pole balancing problem of both AGE[DMF06] and NEAT[SM02b];
– Reservoir methods (ESN and LSM): selecting and combining dynamics from
a randomly generated reservoir. As seen in the previous section, this is a
rather new field in Evolutionary Robotics, but some recent works have already shown that Echo State Networks provide comparable performance to
AGE and NEAT on the inverted double pole balancing problem [JBS08]. Moreover, and while not in the context of robotics, our work on ESN-based control
architecture for a multi-cellular self-organization presented previously was
extensively studied in a phd thesis i co-advised [Dev09], and provided interesting hints about ESN acting as a short term integrator so as to reconstruct
gradient information.
Our second contribution to evolving Echo State Networks is motivated by the
following question: in the scope of a virtual mobile robot, what is the relevance of
evolving an Echo State Network as a control architecture for a task requiring
long term memory capabilities? And more precisely: is there any competitive
advantages of ESN compared to other neuro-evolution methods?
Current benchmarks such as the inverted double pole balancing problem are
limited to short term integration and derivation operations, and have also been
strongly criticized recently for other reason regarding the experimental protocol
(the interested reader may refer to [JBS08] for a discussion on this topic). On the
other hand, the ability of neural-based control architecture for memorizing relevant information for further use has been addressed in but a few works: solving
the T-maze problem [BF03], the road signs problem [RC00] and other variations
[YB94, ZT02, TTD04b]. These experimental setups are inspired from earlier experiments with rats and humans [TH30, Tol58] and focus on the ability of recurrent
neural networks to identify a specific stimulus in the environment, such as the
occurence of a light or of a specific color, that will later be used to choose among
two or more possible actions (e.g. turning left or right at a cross-road depending
on the state of a light seen at the beginning of the experiment). To some extent,
this requires a limited planning capability from the control architecture, so as to
enable deliberative control, which is a key feature in robotics (see [TMD+ 06] for
example).
Taking some inspirations from experimental setups from earlier works, both
from the field of ER as cited previously and from the domain of Learning Clas-
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Figure 4: The Comb Maze.

sifier Systems (LCS) [Lan98], we have proposed the so-called "comb maze" as an
experimental setup for memory enhanced Evolutionary Robotics. The environmental setup is described in figure 4: starting from the upper-left corner, a virtual
robot with limited proximity sensors must reach the red spot at the end of the
third corridor. In order to ensure that reactive control is not an option, some dimensions of the comb maze may vary from one evaluation to another: the lenght
of the initial corridor and the lenghts inbetween each "vertical" corridors. This ensures that both identifying and counting corridors on the right side of the robotic
agent is required to fulfill the task 4 . Moreover, generalization is enforced by evaluating each new individual from a generation on a set of randomly generated
comb mazes (the learning set), rather than just one comb maze, and validated by
re-evaluating the best obtained individuals once the optimization process is over
on a set of original, never-seen-before, comb mazes (the test set).
In order to assess for the expressivity of evoESN and NEAT to solve this problem, an objective function termed Fd , for "decomposed fitness", has been defined
as:
Fd = (mint=1...T ||x(t) − z∗ ||2 + 1) × mint=1...T ||x(t) − x∗ ||2
This objective function corresponds to a minimization problem and is inspired
from progress estimators [Mat97], where a task is decomposed into simpler subtasks, possibly formulating the search space as an unimodal landscape. In this
case, the first term implies minimizing the distance to the entry of the 3rd corridor
(z∗ ), and the second term implies minimizing distance to end of the 3rd corridor
(x∗ ). Given the structure of the environment, the outcome of the objective function
may be interpreted as giving a strong hint on the gradient to follow in order to
reach the target. The motivation behind such an expressive objective function was
to assess for one thing only: the ability for memory of both evoESN and NEAT,
without any concerns with the efficiency of the optimization process 5 .
Experiments were conducted using ESN and NEAT with default parameters as
proposed in the original publications[Jae01a, SM02c], and several ESN reservoir
size (between 10 and 200) were tried, with similar results. Finally, the number of
mazes to be tested for each generation varied between 2, 8, 16 and 32. In order to
get statistically significant results, a set of 16 independant runs were conducted
on a cluster, which took roughly between 24 and 48 hours on a Dual Core AMD
Opteron 1.8GHz. Details from the experiments are given in [HBS09a, Har09]. Conclusion of the experiments were very positive as both evoESN and NEAT provided
very good results, with successful individuals featuring a success rate up to 0.99
during validation on the test set. An interesting point is that in this setup, evoESN
is shown more versatile than NEAT and provide more extreme solutions (best or
worse) - this gives an interesting contrast to the results described in the previous
4. This was experimentally validated as a non-recurrent multi-layered perceptron was shown to
fail for this task, while it succeeded for simpler task[HBS09a].
5. However, the issue of robust optimization will be addressed in the second part of this chapter.

Claim: evoESN as a
control architecture
for a deliberative task
is a sounded
alternative to
existing methods.
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Claim: evoESN
features an intrinsic
bias towards fast
execution of behavior.
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section and highlight the importance of the nature of the problem with regards to
the dynamics of evolutionary mechanisms.
A second interesting results arised from these experiments: the best ESN control architectures are slighty faster than the best NEAT control architectures, and,
even more interesting, the average time and standard deviation for reaching the
target when considering all successful individuals is much lower for ESN than
for NEAT, assessing for an interesting singularity. The underlying hypothesis that
was validated by these experiments relies on the value of the damping factor in
Echo State Networks: as said earlier, this damping factor is somewhat related to
the spectral radius of the ESN reservoir, and is set so that the ESN follows a damping dynamics in the absence of input stimulations (i.e., damping factor is strictly
below 1.0). While this makes it possible to avoid saturation of the reservoir nodes,
an important implication of this damping constraint is related to memory conservation in ESN: while ESN undergoes a stronger fading memory effect because of
its intrinsic definition, there is a stronger bias towards fast control architecture as
faster means more robust.
3.2.3 Discussion and Perspectives
As a conclusion to the first part of this chapter, our contributions in the domain
of evolving Echo State Networks as neural control architecture for autonomous
agents are briefly summarized:
– Artificial Evolution of Echo State Networks for building control architecture
was first introduced to the community in our paper [DBS07b].
– evoESN was shown to perform comparatively with other state-of-the-art neuroevolution algorithm [DBS07b, HBS09a, HBS09b, Dev09, Har09].
– evoESN displays long term memory which can be used for deliberative control [HBS09a, HBS09b, Har09].
– ESN control architecture have a natural tendencies towards generating fast
behavior because of intrinsic properties [HBS09a, Har09].
Several considerations arise from these works and have lead us to consider new
perspectives regarding design of neuro-evolution algorithms. Firstly, empirical evidence shows that NEAT topologies share some similarities with that of randomly
generated ESN reservoir, with a low density of connections, and where a minority
of nodes are connected to many other nodes while the vast majority of nodes are
connected to very few nodes. Secondly, global constraint over the neural network
such as the damping factor seems to play an important role regarding bias towards
some desired functionalities (e.g. speed of execution, in this context). Thirdly, the
very low number of parameters for tuning ESN and its optimizer (a self-tunable
Evolution Strategy) makes it much easier to use than other neuro-evolution techniques, and probably much kean to address scalability - while this remains to
be studied in-depth, we have been evolving ESN with reservoir up to 200 nodes
without any problem 6 .
A last, and probably most important, consideration is that the success of evoESN
advocate for the role of randomness in generating efficient neural topologies as
feature selection among randomly constructed features ends up being competitive with heavier techniques that works at the level of the neuron. This consideration, however, has its own drawback: it is highly probable that structure is
required in a neural network topologies so as to address more complex tasks with
6. In this scope, the optimizer used was SEP-CMA-ES[RH08], a version of CMA-ES that achieves
linear time and space complexity while the problem dimensions grow.
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larger networks – The role of modularity, for example, has long been known to
be useful both in natural and artificial systems [Sim62, Koz94, Gru94a, RSM04,
DM04, GPHMOB05]. An interesting perspective would then be to consider merging partly random dynamics generation and pressure towards modularity during
evolution. As a matter of fact, the very method used to generate ESN reservoirs,
currently based on uniform distribution random process, could be replaced to
match new distributions. Thus, rather that performing precise surgery at the level
of neurons, the underlying idea would roughly be (a) to let low level topological
details be driven by biased random generator following specific distribution tuned
through evolution and (b) to evolve the topology of high level modules, possibly
including operators that favor modularity and hierarchy. All these considerations
converge towards the issue of scalability: on this topic, let’s just say that the current approaches taking some inspirations from artificial ontogeny looks promising
[MMDF08, RM07]. While the context will be different, that is structural evolutionary design rather than neuro-evolution, this promising notion will be the main
subject of chapter 4.

3.3

TOWARDS A ROBUST EVOLUTIONARY PROCESS

The second part of this chapter focus on a second important aspect of Evolutionary Robotics, that is the robustness of the evolutionary process. Robustness is
defined in this context as the algorithm’s ability to provide relevant solutions - in
practice, this means avoiding the pitfalls of multi-modality, neutrality and noise
which are typical characteristics of fitness landscapes in Evolutionary Robotics.
3.3.1

Selection Pressure and Fitness Landscape

While Evolutionary Robotics have long been intending to address challenging problems, most of the achievements so far concerned quite simply defined
problem: wall avoidance, food gathering, maximising walking distance, and other
simple navigation task[NF00]. One of the major pitfalls is that the difficulty of a
problem often arise with the complexity of the fitness landscape: while a smooth,
convex fitness landscape with no noise will be quite easy to deal with, most of the
problems from the real world often comes with multimodal, noisy fitness landscape that often feature neutrality regions. The direct consequence is that search
may often get stalled, would it be at the very beginning of the algorithm execution
(i.e., a boostrap problem) or during the course of evolution, with no hint on how
to escape a local optimum (premature convergence) or to direct the search within
a region where all neighboring candidate solutions are equally rewarded (neutral
landscapes).
The performance of an algorithm for a specific problem not only depends on
the expert’s choice of specific representation, variation operators, selection and
replacement operators and a carefully crafted formulation of the fitness function,
but also depends on the amount of background knowledge that can be added
within the algorithm to direct the search. While Evolutionary Algorithm may often
be mistaken for a universal search algorithm, as long as ergodicity of the variation
operators is guaranteed, there is a strong difference between mimicking random
search in the continuous domain and providing an efficient and fast problem
solver.
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However, background knowledge is not always available and other solutions
have been considered, the most prominent ones are listed here:
– Addressing the very nature of the operators, such as relying on quasi-random
based operators [AJT05] to overcome biased search;
– Enforcing biases towards diversity within the selection operator to overcome
premature convergence and bootstrap issues. A recent approach, termed novelty search, have shown very promising preliminary results by favoring a
pressure towards original individuals [LS08, RVHS09, MD09a, MD09b];
– Decomposing the problem into sub-problems, each of these solved separately,
either implemented manually or learned. The resulting behaviors can then be
combined through an action-selection mechanisms, that may itself eventually
be tuned through evolution [GSS03, Wah03, KC01];
– Reformulating the target objective into an incremental problem, where the
problem is decomposed into possibly simpler fitness functions of gradually
increasing difficulties, ultimately leading to what is reffered to as incremental
evolution [UFDC98, GM97];
– Reformulating the target objective into a set of fitnesses so as to state the problem as a multi-objective problem where fitnesses are more or less correlated[MD08].
As opposed to the previous point, a multi-objective formulation of the problem makes it possible to avoid ranking sub-fitnesses difficulties, which is often a tricky issue;
– Co-evolving both the solution and the problem[NF98, SM02a], which is hoped
to ultimately lead to self-organization where the problem is always formulated as slightly more difficult than the actual performance of the current
candidate solutions;
– Putting the human into the loop - As an example, this is the kind of approach
followed through Innovization [DS07b, DS06] where the search algorithm is
used to provide a basis for the expert to refine the optimization process and
to provide original solutions.

3.3.2

Contribution: Avoiding premature convergence with neutrality-enhanced
objective function

A typical illustration of failure to provide an efficient control architecture can
be taken from the comb maze problem described in section 3.2.2. The objective
function that was described in this latter section was formulated so as to be very
explicit, with a sounded decomposition on the problem by the expert into two
sub-tasks. For each sub-task, the outcome of the dedicated term in the objective
function gave information on the performance that was closely related to a gradient (i.e., the objective function gives monotonously decreasing values as the
agent gets closer to the target). While this objective function, denoted Fd ("decomposed fitness"), made it easy to put the focus on the expressivity of the control
architecture considered, it made the problem easy enough not to be able to assess anything on the robustness of the search algorithm itself. Even worse, such
a decomposed fitness has been specifically designed for the problem at hand and
must be redesigned whenever the environment changes. But what about a less informative, more general, formulation of the objective function? For instance, let’s
take this simple, straight-forward formulation, termed "travelling distance minimization fitness":
F0 = sumt=1...T ||x(t) − x∗ ||2

3.3 TOWARDS A ROBUST EVOLUTIONARY PROCESS
This objective function (to be minimized) rewards individual x depending of
the time to travel to the target objective x∗ by computing the sum of euclidian
distance between the agent and the target through time. Compared to the latter,
this function has the great advantage to be completely independant from the environment at hand, and to include a pressure towards fast behaviors. Unfortunatly,
experiments both with evoESN and NEAT completely failed to provide efficient
controller, and the best obtained control architectures followed what is illustrated
in figure 5.

Figure 5: The Comb Maze: minimizing travelling distance fitness

Why is that so? Looking closely at the experiments, it can be observed that the
environment and task definition feature a nice pitfall whenever the agent reached
the first cross-road: by turning slightly on the right towards the target implies
a small gain, which unfortunatly results in favoring a trajectory down the first
corridor. Moreover, following this corridor leads for some time to comparable instant rewards to that of choosing to go straight forward at the first cross-road (i.e.,
following the main corridor instead of going in the first downward corridor). As
a matter of fact, the negative impact of this behavior is revealed only when the
agent reaches the end of the first corridor. At this point, the crucial decision have
been taken some time ago, with a very delayed correlation between actions and
rewards. This corresponds to a local minima both in the search space and in the environment: the algorithm has reached a state where candidate solutions are very
specialized with a behavior that should be heavily deconstructed so as to track
back to the position in the search space where the trajectory went wrong. Moreover, and while most evolutionary algorithm are theoretically capable of global
search, it is hardly probable that any algorithm would actually be able to track
back this crucial position in the genotypic space as the selection pressure would
not allow it (hence the current behavior).
Of course, the problem of premature convergence is a well identified problem,
and as stated earlier, there exists some solutions to address this. These solutions
are mostly based on mechanisms that favor genotypic diversity to explore new
regions of the search space, either through genotypic or phenotypic distance measures [LS08, MD09a], uniform sampling methods and/or multi-objective optimization [Mou09]. It should also be noted that enforcing diversity is of interest to more
than just Evolutionary Robotics and several mechanisms have been proposed in
the field of Evolutionary Computation such as fitness sharing [DG89], evolving
seperated groups of individuals [MS00], increasing the search region whenever
the search is stalled, or simply restarting the whole algorithm from a completely
different location in the search space [AH05]). However, these methods have their
own advantages and drawbacks. As an example, it is not always possible to account for phenotypic diversity as the same control architecture may result in very
different behaviors in the context of very diverse environments. Another example
is that in the context of highly multi-modal objective function, relying on diversity may eventually end up as mimicking a tabu search as it ultimately requires
an archive of all visited points in the genotypic or phenotypic spaces (e.g. novelty
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search relies on such an infinite memory [LS08]). Hence the consideration regarding the fact that while this mechanisms may be a key to robust algorithms, the
very formulation of the objective function is of the utmost importance.
Our contribution in the scope of robust control architecture optimization is related to the reformulation of the objective function so as to reduce the dramatic
effects of premature convergence due to local optima [HBS09a]. In fact, it is very
difficult to escape a local optimum because of the lack of information regarding
the possible backtracking directions in the fitness landscape. Hence, the goal is
to artificially reformulate the fitness landscape whenever the search is stalled because of such local optimum so as selection pressure wont apply if the algorithm
explore new areas as long as the candidate solutions retain the relevant properties achieved so far. In other words, and in the context of autonomous agents, the
objective is to favor control architecture (a) that are able to perform as good as
previous solutions during part of their life (during which the selection pressure
is active), and (b) that are able to display exploration in a second part of their
life (a somewhat "free-of-charge" period of time with regards to the reward). As
an example, the objective function F0 presented before may be reformulated as
follow:
F1 = argmint=1...T ||x(t) − x∗ ||2
The formulation of F1 is simpler than the previous one, and even less informative as the pressure towards fast control architecture is lost. However, it corresponds to an interesting choice from the designer: two candidate solutions are
strictly equivalent if the corresponding autonomous robots reach exactly the same
minimal distance to the target, whatever the time taken (as long as it remains in
the time limit of the experiment). The underlying hypothesis is that fast control
architectures should be favored as reaching early the best location implies longer
free-of-charge period of time. Even if the control architecture results in a random
walk in the environment during the free-of-charge period, the autonomous agent
has thus a greater probability to reach an even better best position as the duration
of this period grows. An interpretation of this is related to introducing neutrality
within the fitness landscape: by retaining only the best position, a large part of
the behavior of competing autonomous agent is to be ignored. While neutrality
plateau may not be a desired feature in most case, it is considered as a good compromise compared to premature convergence within a local minimum. On the one
hand, premature convergence implies progressively going back to global search,
even restarting the algorithm in the worst case, while on the other hand, neutral
landscape implies parallelizing more or less random walks until a border of the
neutral region is found.
There are, however, two drawbacks to this formulation:
– Neutral regions are notoriously difficult to explore, while this may not be as
deceitful than escaping local optima;
– Fast control architecture are needed both for efficient problem solving (as
shortest paths are correlated with fast behaviors) and for maximizing the
free-of-charge period of time.
The first item is a natural concerns in most of today’s evolutionary algorithms.
In this very case, both evoESN and NEAT provide efficient search mechanisms
in the event of a neutral region: evoESN’s CMA Evolution Strategy naturally increases the region within which candidate solutions are spread for evaluation
[AH05] and NEAT efficient mechanisms, such innovation protection, makes it possible to avoid convergence towards one point only, thus parallelizing the search
with regards to population size within neutral regions [SM02c]. As a matter of fact,
both algorithms rely on genotypic diversity to enhance the search within neutral
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regions: while genotypic diversity may not be as relevant as phenotypic diversity,
it is applicable in all situations without any knowledge of the environment and/or
the task at hand.
As for the second item, things are not as straight-forward: while faster control
architecture should be selected because of the duration of the free-of-charge exploration period, there is no pressure towards generating faster controller in the first
place, hence leaving to chance the generation of control architectures of increasing
speed. Even more critical: this is the very pressure towards faster control architecture that should have guaranteed the shortest path to the target. While a second
objective could be added to the optimization process, retaining the time when the
best minimal distance to the target is found, it is indeed not needed in this case
(while it would be in the general case). As the reader may recall, contributions
presented in the previous section 3.2.2 showed that there is a natural bias towards
fast control architecture with evoESN because of the damping factor. This is indeed confirmed by the experiments, which followed the same strict experimental
setting as before: the best evoESN reached comparable performance, both in success rate, trajectories and speed of execution to what was obtained with the fully
informative decomposed Fd objective fitness. Even more surprising, NEAT results
showed similar results as with the previous fitness, also advocating for a natural
bias towards an intrinsic damping factor – this may be due to NEAT variation
operators which indirectly introduce some bias towards featuring damping at the
global level, in the same manner as what was observed previously regarding the
connectivity distribution over the nodes.
3.3.3

Discussion and Perspectives

In the second part of this chapter, our contributions regarding selection pressure
and fitness landscape is summarized as follow:
– Neutral landscape can be positively useful to avoid local optima in the context
of ER;
– Diversity is a desired feature in neutral regions as it provides relevant parallelization of random walks (and most Evolutionary Computation algorithms
already take advantage of this consideration);
– Allowing part of the evaluation time to be free-of-charge looks promising
with regards to favoring exploration.
Several perspectives of this work can identified. The first is that in the current
setup, pressure towards fast behaviors is ensured by intrinsic properties of the artificial neural networks used – however, this pressure would need to be explicited
in the general case (e.g. if some other formalisms for representing control architecture are to be used). As said earlier, a natural extension of this work in this
direction is to consider adding some criteria relevant to the speed of execution,
without suppressing the free-of-charge period of time. In the context at hand, a
second objective could be introduced so as to minimize the time taken to reach
the minimal distance to the target. Even further: including neutrality-enabled objective function within a multi-objective optimization scheme makes sense as it
enables relaxing the pressure over this objective from time to time, hence temporarily simplifying the already complex dynamic of multi-objective optimization.
There already exists some works on multi-objective optimization including phenotypical diversity that could benefit from this idea, as such criterion provides an
even more efficient way to ensure diversity whenever a neutral region is found
[Mou09]. As a conclusion to this consideration, it should be made very clear that
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Claim: genotypic
diversity within
neutral regions is a
natural mechanisms
of many algorithms.

Claim: reformulating
the vicinity of local
optima into neutral
regions makes it
possible to avoid
premature
convergence.
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neutrality-enabled objective function constitute but one of several mechanisms
that can provide a robust evolutionary optimization, with a particular emphasis
on avoiding premature convergence.
Another perspective of this work is related to extending the idea of willingly
introducing neutrality within the optimization process. As a matter of fact, we already achieved some preliminary work regarding one major issue in Evolutionary
Robotics, that of noisy objective function. In this context, noise with regards to the
objective function is defined as getting different rewards for the same candidate
solution over time. This is exactly the case in the setup presented earlier: a new set
of maze combs with varying dimensions is used for the population of each new
generations, making it possible to scramble the ranking of candidate solutions.
This is a well known problem in Evolutionary Computation [Bey00] and a known
solution to overcome this problem is to increase the number of evaluations so as to
compute a fitness measure with a low standard deviation which can advocate for
the "true" value of the tested solutions. However, this quickly becomes a problem
when the evalulation process is costly, which is exactly the case in robotics, either
with simulated or real-world experiments. The introduction of neutrality in this
context is slightly different as it is introduced within the dynamics of evolution,
by limiting the best reward possible to the latest best reward achieved during the
previous generations. As an example, the implementation of this idea within the
previous fitness F1 results in the following fitness function formulation:
F2 = argmax(F1 , F1best−ever )
– minimize the shortest distance to target
– if best fitness ever, get the previous best fitness ever
While this formulation may slow down the evolutionary process, it is tagetted towards reducing the effect of lucky fitness values – while this formulation
is rather naive, as it acts as a one-time delay, it is quite efficient as experiments
showed that the evolutionary process is faster and more robust on average to
provide ESN control architecture. While this work is only the first step, a generalization of the idea of delaying the attribution of the best fitness by maintaining an
archive of the best achieved fitness values so far looks promising and should be
analysed further.

3.4

CONCLUDING REMARKS

This chapter was devoted to two important elements of Evolutionary Computation for optimizing control architecture of Autonomous Mobile Agent: (a)
Representation, including variation operators and evolvability, and (b) Selection
Pressure, which also includes formulation of the fitness landscape. Our own contributions were described, and can be roughly summarized as the introduction
of a new formalism of Artificial Neural Network to Evolutionary Robotics (Echo
State Networks) and the advantages of neutral fitness landscape so as to avoid
premature convergence. Some of these elements will be referred to in the next
chapter, which will focus on the issue of artificial ontogeny, i.e., development of
a solution through time towards a stable state. While it will be considered from
the viewpoint of optimal design, the reader should keep in mind that artificial
ontogeny is a promising direction with regards to scalability, as it was noted in
section 3.2.3.
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SUMMARY
This chapter contains:
– A brief overview of Evolutionary Design issues and challenges.
– Considerations about the limits of indirect encoding of building plans.
– A summary of contribution on robust multi-cellular developmental design.
– A summary of contribution regarding environment-driven metallic truss developmental design.
Related publications: [DBS06a, DBS06b, DBS07a, DBS07b, Bre08, DBS08, Dev09, ABG+ 09]
Main collaborators: Alexandre Devert (phd), Marc Schoenauer.

4.1

INTRODUCTION: EVOLUTIONARY ALGORITHMS AS
A DESIGN TOOL

This chapter presents our contribution in the field of Evolutionary Design (ED),
which is concerned with the automatic synthesis of complex structural designs,
such as real-world static objects, robot morphologies, or graph topologies. The motivation behind Evolutionary Design is to offer an alternative to human-designed
specifications wherever the design problem is difficult to tackle with traditional
techniques, either because solutions are (too) difficult to provide (e.g. a solution
may be evaluated, but with no hints on how to actually design it) or because
the design methodologies requires to set artificial limitations over the space of
possible solutions. An illustrative example of ED is that of Karl Sims seminal
work [Sim94], where both familiar and original designs of virtual creatures are
obtained, with creatures made of connected blocks and active joints can achieve
locomotion, swimming, target following and engage into some kind of object cap-
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turing game against other creatures. While a human engineer may eventually
come up with relevant morphologies, inspired from nature or imagination, it is
quite improbable that it would provide as many original designs as those obtained,
and, possibly, as efficient design (especially in the case of competiting creatures
for object capturing).
Similar to this work, famous real-world achievements include automatic design of real world crawling robots for locomotion [LP00, PL00], NASA satellite
antennae [LLH+ 03][LHL04][LCG+ 03], chairs [HS00, HJL+ 02] and electronic circuits [GT06]. What these works have in common is the fact that the objective
function is defined such that it gives minimal information on the performance
of the evaluated design (e.g. travelled distance, radio signal strength, structure
stability). However, the relative freedom in the design definition made it possible
to achieve impressive results: satellite antennae from [LHL04] actually ended up
being more efficient and more compact than human designed alternatives, and
were integrated in the design process of a satellite and sent to space.
Desired features from Evolutionary Design may be related to the ability to provide blueprints for describing specific design and, optionnaly, the ability to describe the actual building process. Regarding blueprints, the main issues are expressivity and scalability, so as to possibly provide complex large-scale designs.
As for the design process, this is not a mandatory feature but providing a description on how to build an object is an efficient way to guarantee that specifications
will end up in an actual construction (e.g. by avoiding deadlocks in the construction process) - from this viewpoint, the key issue is then related to robustness, i.e.,
the ability for a design process to be flexible with regards to either small mistakes
or missing elements during the assembly process. While most of the early works in
Evolutionary Design endow only the first of this two features, more recent works
now include the two of them, following the hypothesis that evolving designs may
be made easier by also considering the building process itself, especially where
interaction with the environment is a key element in the design process (e.g. building a bridge depends on both general considerations and topological properties
of the environment at hand).
The research community in Evolutionary Design has recently shifted towards
evolving the construction process as a developmental process. This new trend can
easily be explained using the metaphor of the growing seed: artificial evolution
provides an initial description that follows an ontogenic process (i.e., development) which (hopefully) results in a final stable states: a shape, an object or a
robot, depending on the context. This approach is often referred to as Artificial
Ontogeny [BP03], and shares many similarities with the domain of Evolutionary
Robotics as the development process involves artificial cells sensing and acting
in a virtual environment, so that the whole organism reaches a stable state (cf.
chapter 3). The main difference is that while the emphasis in ER is put on the
long-term behavior of the robot(s), ED requires convergence or, in other words,
self-organization, to reach a stable state of the organism.
In this chapter, a short overview of representation issues will be given, ending
with Artificial Ontogeny approaches. Then, two contributions will be described:
the first focus on an in-depth study of robust developmental process in Artificial
Ontogeny and the second considers environment-driven developmental process
for a practical problem.
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EVOLUTIONARY DESIGN: FROM DIRECT ENCODING
TO ARTIFICIAL ONTOGENY

4.2.1

Direct and Indirect Encodings

As illustrated by the impressive work of John Frazer [Fra95], the mix between
evolution and design is not new. However, the field has really been drawing interests from the EC community in the middle of the 1990’s. The first attempts, and
successes, of ED found their root in two different encoding approaches:
– Direct encoding: this refers to the fact that the very description of the object or
shape is evolved. This results in a very explicit, and human understandable,
representation, with example such as "A is connected to B". As a consequence,
there is a strict matching between each element of the construction plan and
the element on the actual construction. In this scope, the morphology of a
four-legged robot would be encoded with four repeated definition of a leg,
and one definition of a body.
– Indirect encoding: this approach considers more compact representations,
possibly allowing re-use of elements in the final design. Considering again
the previous example, this could imply that the template of a leg is described
only once, but re-used four times so as to assemble the whole four-legged
robot. Compared to direct encoding, indirect encoding cannot be translated
as is into an actual construction and requires an interpretation process, which
is often referred to as the genotype (i.e., the evolved representation) to phenotype (the actual result) mapping.
Direct encoding provides a convenient way to produce design that is easily
understood by a human engineer - as such, most of the early achievements relied on such encoding: examples include two and three dimensional objects such
as Lego bridges and cantilever structure [FP98, FP97, Pet01], tables, cars, optical
prisms and various 2D or 3D assemblies of cubic elements [BW97], tensegrity
structures [PLC05], wind turbine blades [Ebn03, PP07], as well as some of the
famous achievements described in the introduction, which were actually built: antennae [LCG+ 03, LHL04, LKLC01], chairs [HJL+ 02, HS00], optical fibers [MLP07,
MPBL05, MPBL06] and the Golem crawling robot [PL00, LP00].
However, direct representations have a major drawback as the size of the plan
is directly related to the object to be represented. A direct consequence is that
most of the works cited before feature only small assemblies - the Golem crawling
robots [LP00], for instance, are composed of only a dozen of elements. This limitation has been identified and discussed by several authors [BK99, Lip07, Hor05],
who pointed out the need for more powerful, indirect, representations. More precisely, several key features were identified that would guarantee efficient encodings (as stated in [Lip07] and [Hor05]):
– modularity: well-identified localization of a specific (functional or structural)
element;
– regularity: repetitions, or at least similarities, observed in the description;
– hierarchy: recursive composition of a structure and/or function.
Historically, both direct and indirect encodings were explored at the same time.
While direct encoding provided an efficient way towards building real world objects due to its intrinsic simplicity of use, indirect encoding looked more promising with regards to scalability. Notable works with indirect encoding include
evolving robot morphologies [Sim94] (and followers [MC06, LLD08, Krc07]), and
Lego structures [Pey00, PR03]. Despite initial promising results, indirect encod-
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ing still failed to address scalability. A first issue is that the size of a genotype still
grows, even if sub-linearly, with regards to the size of the phenotype (e.g. re-using
a module (e.g. a robotic leg) still requires to add (at least) one more instruction
to do so (e.g. connecting the new leg to the body). A second issue is related to
the fact that a more compact structure implies more inter-dependance between
elements in the encoding, and results in a greater probability that one random
single genotypic variation would disrupt the whole structure.

Claim: indirect
encoding fails to
address
scalability [DBS06a,
DBS06b].

CONTRIBUTION: DESCRIPTIVE INDIRECT ENCODING FAILED TO ADDRESS SCALABILITY: In [DBS06a], we have proposed such an indirect encoding to build 3D structures made of blocks such as pillars or bridges, inspired from [Sim94], but with
dedicated variation operators. The basic idea behind our system, termed BlindBuilder, is to provide a description of an object through directed acyclic graphs,
where nodes represent actions and arrows represent elements onto which these
actions are performed (i.e., re-using of the same structural module is possible).
Specific variation operators were also defined so as to explore the space of representations – these operators are designed so that any transformation starting
from a valid individual (with regards to syntax) would end up with another valid
individual. While interesting structure were obtained, such as the bridges shown
in figure 6, an extensive study of this model conducted in [DBS06b] revealed that
strong inter-dependencies between genotypic elements gradually appear during
the course of evolution, with a growing negative impact. At some point (in these
experiments, around 100 blocks), variation operators become so disruptive that
the whole evolutionary process comes to a halt, failing to successfully extend existing genotype as there is no hint on where the variation operator should be
applied. Consistent with other works from the literature [BK99], our experiments
provide evidence that indirect encoding, at least in this form, display only limited performance with regards to scalability. As a side consideration, it could be
noted that these variable length genotypes also face the issue of bloat, i.e., the
uncontrolable growth of the code length. This may have dire consequences as possible gain in performance would become less and less probable as the evolution
process continues on (only functionaly neutral variation would succeed). Indeed,
we have already provided theoretical evidence about bloat as a pitfall of variable
representations in the long run [ABG+ 09], which is also applicable to indirect
representation.

Figure 6: BlindBuilder: examples of evolved bridges
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Indirect Encoding and Developmental Systems

In the last decade, developmental designs have drawn a growing interest. The
basic idea is to evolve a construction process rather than a construction plan,
putting the emphasis on dynamic building systems rather than static representations. The definition of this approach, often referred to as Artificial Embryogeny [BK99] or Artificial Ontogeny [BP03, SM03] ("AO" for short), is two-fold
depending on the nature of the building process encoded within the genome (definitions are inspired from [BK99]):
– explicit Artificial Ontogeny: an (evolved) program dictates the process to
shape the target structure. An early famous example is that of Genetic Programming for design [Ka99], such as Cellular Encoding [Gru94a] where an
individual genome stands for a list of instructions that can be interpreted
so as to grow direct acyclic graphs. Applications of Cellular Encoding are
mostly concerned with growing Artificial Neural Network topologies for various robotic control tasks such as hexapod walking gait [Gru94a, KM98] or
inverted double pole balancing [GWP96].
– implicit Artificial Ontogeny: a set of simple rules is evolved which can then
be iteratively applied to each element of the growing solution. As opposed
to explicit ontogeny, this implies that the growing process is distributed over
the elements, and may be much relevant with regards to both performance
and scalability [BK99]. To date, there are mostly two alternatives to implicit
AO, which differ on the use of grammar-based encodings or more biologicalyinspired "cellular" representations, as described hereafter:
Evolvable L-systems: L-systems [LR72] share many similarities with formal grammar and provide an easy way to recursively build complex structures. While they were originaly used for simulating artificial plant development, evolvable L-systems and variations have been applied to growing table
designs [Hor03], robot design [HLP01, HP01], antennae design [LLH+ 03] (as
a follow-up to works mentionned previously) and architecture form generation by combining a variation of L-system with Grammatical Evolution [HO04b,
HO04a, OHM04].
Multi-Cellular developmental design: taking inspirations from developmental biology, the metaphor of cell that may grow, migrate, divide, differentiate, and regulate and be regulated by other cells from the organisms is
assumed. Recent achievements include variations over Genetic Regulatory
Network to design 3D lens shape [EH04] and box-pushing robot [BP03]; optimization of various kind of Cellular Automata for designing skyscrappers
frame [KADJ04, KAJ05a, KAJ05b].
The multi-cellular developmental approach also shares a common interest with
artificial Gene Regulatory Networks [Rei99, Bon02, Egg03, Ban03, Kum05, NS09]
(GRN) regarding the self-regulation process, but from different perspectives. GRN
consider gene regulation at the level of a single network dynamics 1 while multicellular developmental design implies regulation among distributed cells/elements
of a virtual organism. On one hand, various flavours of artificial GRN have been
shown to be able to generate sinuisoidal, exponential or sigmoid output signals[KLB04]
1. As an example, the recent AGE algorithm (Analog Genetic Encoding) [MMDF08] relies on an
approach inspired from Genetic Regulatory Networks with a variable length genome composed of
symbols. This string contains genes that encode both the occurence of a neuron (the "coding" part)
and its affinity towards other neurons (the "regulatory" part - a connection is created depending on
how the source node regulatory part matches the target node coding part). However, this is not multicellular developmental design as the resulting network is created in a centralized fashion through a
one-pass interpretation process of the artificial genome.
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and higher level abstraction have also been used as network topologies generator for electronic circuit or neural-based robotic control [Jak95, MMDF08, RM07],
providing competitive results regarding robot control tasks such as the inverted
double pole balancing task [DMF06]. On the other hand, some works cited before
are explicitely based on distributed flavour of GRN for automatic conception of
robot morphologies [Hot97, BP03].
Of course, this taxonomy has some limits as it does not include all works that
reclaim from Artificial Ontogeny, such as algorithm that actually embed an ontogenic process based on heuristics during the genotype-to-phenotype (e.g. neural
connection growth depending on external stimulation [NP91]). Another noteworthy exception is that of the HyperNEAT algorithm [SDG09], which evolves specific networks called Compositional Pattern Network [Sta07] ("CPPN") with the
NEAT algorithm [SM02c] cited earlier. While this is technically a direct encoding
as NEAT relies on a direct representation of CPPN, the desired intention is to use
the resulting network so as to generate the actual phenotype, rather than use the
CPPN as the phenotype. Hence, HyperNEAT provides a genotype-to-phenotype
mapping function rather than a ready-to-use solution. HyperNEAT has indeed
already provided impressive results and interestingly stimulate discussion as to
what level of abstraction is relevant when considering Artificial Ontogeny. From
our viewpoint, it is clear that HyperNEAT successfully captured key features from
Artificial Ontogeny, however, there is no evidence as to how it would behave whenever the genotype-to-phenotype developmental process is regulated not only by
encoded information, but also by the environment (while not directly concerned
with HyperNEAT, this issue will be tackled in the last part of this chapter).

4.3

ROBUSTNESS IN MULTI-CELLULAR DEVELOPMENTAL SYSTEMS

As stated in the previous section, developmental systems reformulate the nature of the relation between genotype and phenotype as (1) the genotype length
is now related to the structural and/or functional complexity of the target phenotype, rather than to its size and (2) a developmental system stands for a construction process, rather than a plan (in other words, the genotype also encodes
for the mapping process). The goal is then to guarantee convergence of such a dynamical system towards a stable configuration: the actual static or dynamic target
object. As a dynamical system, relying on developmental processes raises the issue of robustness: with regards either to initial/varying environmental conditions
(i.e., what about the influence of error/noise during development?) or scalability
(i.e., what about re-using the same process with larger environmental resources
(energy, size, etc.) ?). Of course, if neither scalability nor noise-tolerance are issues, encoding of a developmental system simply corresponds to some kind of
compression sequence. However, on the other hand, addressing robustness issues
requires some ability to generalize in order to converge towards an identical, or at
least similar, stable state. Roughly, this distinction can be formulated as comparing
careful design of precise trajectories (i.e., uncompressing process) and designing
basin of attractions towards approximate or exact solutions (i.e., developmental
solutions with generalization).
In the scope of our work, we have considered the issue of robustness within
a very particular setup: the French Flag problem. The original motivation comes
from developmental biology with the study of the influence of morphogens in
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the development of a cell [Wol69, Wol06]. This setup has been used in various
context in Computer Science [LR72, BH70, HL73] over the years and has been
introduced to Evolutionary Design in [Mil03] as a priviledged experimental sandbox for multi-cellular developmental systems. It provides a clear and well defined
experimental setup which makes it possible to study specific issues of general
interest to developmental designs.
This section provides a general description of the Flag problem and related
contributions, as well as our own contribution focusing on robustness issues.
4.3.1

The Artificial Ontogenic "Flag" problem

The Flag problem can be defined as an optimization problem where the goal
is to find the update rules for a two-dimensional Continuous Cellular Automata
so that the whole CA state converges to a target pattern (e.g. French, Norwegian,
Japanese flags, geometric shapes, etc.). Given the loose inspiration from real world
embryogeny, the system is usually described using a biologically-inspired lexicon:
an organism is made of identical units, cells, that are spatially arranged with a
given topology and neighborhood. Cells communicate with their neighborhood,
exchanging vectors of real values, termed chemicals. Hence, a given cell send chemicals to nearby cells and, in turn, read chemical vectors from each of its neighbors.
Global information is thus transmitted through local interaction, and some cells
may be used to boostrap global positionning because of specific position (e.g. cells
at the borders or at the corners of the environment). To some extent, this setup
can be related to the reaction-diffusion models [Tur52], with the notable difference that cells are physically modelled (i.e., the environment is a discrete 2D grid
rather than a continuous substrate). It also shares some similar concerns with research in Amorphous Computing [AAC+ 00], regarding discrete environment and
discrete time. However, it also differs as Amorphous Computing put the focus on
developping high level languages for potential users.
Figure 7 gives an example of environment and cell input/output, assuming the
environment is defined with a Von Neumann neighborhood - of course, there exist many ways to define the environment, both with regards to the neighborhood
(e.g. Von Neumann, Moore, Margolus, totalistic or not, etc.), the update scheme
(synchroneous, asynchroneous, etc.) and the development details (with or without
spatial development). The development of an organism is illustrated in figure 8,
with a whole organism converging from an initial state where all cells are undifferentiate to a half-disc target. In this example, differentiation starts from border
cells and diffuses to the center of the organism 2 . Then again, various approaches
have been explored regarding the update rule, from cartesian GP [Mil03], Artificial
Neural Networks [Fed04, DBS07a, DBS07b], rule-based [GB05, CD06] and GRNinspired [Bow05, BMF06, CD07]. The optimization problem may be (and often is)
formulated as minimizing the distance between the fully developped organism
and the desired organism state. Formally, this is written as:
Pwidth Pheight

Iorganism
,Itarget
x,y
x,y

y=1
fitness(Iorganism , Itarget ) = x=1 width∗height
With Iorganism the image extracted from the organism once development
has come to a halt and Itarget the target image, both of them of dimension
width ∗ height. This formulation computes a normalized distance between the
two images.

2. It should be noted that development is defined as a temporal process of differentiation through
time, and does not automatically imply (while it may also be possible) a spatial process of organism
growth through cell duplication.
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Figure 7: cell input/output (left) and Von Neumann neighborhood topology within a population of homogeneous cells in a 2D environment (right).

Figure 8: A developmental sequence (target: "half-disc")

4.3.2 Contribution: Robustness and the Halting Problem
In [DBS07a] and [DBS07b], we addressed the following question: how to ensure
robustness in multi-cellular developmental systems? In this scope, our hypothesis
is that there exists a strong link between robustness and the ability for a multicellular to "naturally" self-terminate, i.e., ensuring convergence to a stable state
without requiring an external stopping mechanism such a maximum number of
update iterations.
The mechanism we proposed is rather simple: during the course of evolution,
only genomes leading to stable configurations are considered [DBS07a] 3 . Stability
is determined according to the cell activity by computing an "energy level" at
each time step on defining cell activity as the variation of the organism’s cells
energy levels over time, which can be roughly determined by the variation of
input/output chemical concentrations over a time window. Formally, the stopping
mechanism is defined as follow, with  defined as a minimal threshold under
which energy variation is considered negligible:
if ( δe (o, t)) 6  )
→ development process is terminated
else
→ development process continues
δe (o, t) denotes the energy variation of the organism o (i.e., the average of the
energy variation of all cells e) over a time window considering a given number of
update iterations before the current iteration t. It is formally defined as:
3. In practice, development stops and the genome gets the worst fitness value if stabilization fails
after an arbitrary large maximum number of iterations. In practice, a good idea is to fix this maximum
number of iterations with regards to the total number of cells in the organism so that information
could be theoreticaly guaranteed to transmit from one cell to all other cells whatever the topology at
hand (i.e., in the worst case, a 1-D chain of cells, this would mean that setting the number of iterations
as twice the number of cells enable information to travel from one end to the other and back. In
other setup, such as with Von Neumann neighborhood, fewer iterations may be possible – in our
experiments, we fixed the maximum number of iterations to 1024 in the context of a 32 ∗ 32 grid.
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q
PNwindow −1
1
δe (o, t) = Nwindow
(o))2
(et−n (o) − et−n
t
n=0
PNcells cell
(ci , t)
et (o) = i=1 e
cell
e
(c, t) = state(c, t)
state(c, t) is a vector containing the "activity" (i.e., values) of input and
output nodes for cell c at iteration t.
Intepretation: the energy variation of an organism (δe ) is based on the euclidian
distance computed from the successive average locations of the organism (o, i.e.,
assembly of Ncells cells, each cell c having its own location in the state space
ecell (c)) in the state space (et (o)) within a pre-defined time window (of size
Nwindow ). In other word, δe is minimum if input/output values reached stable
values.
Note that if the cell update rule is modelled after an artificial recurrent neural
network , state(c, t) can be extended to include both input/output node activity
values and hidden units activity values. In the following, this is indeed the case as
a recurrent neural network control architecture is used – given the larger vector,
energy variation may be more precise as it is possible to take into account internal
integration operation, which may temporarily be invisible in the I/O nodes (e.g.
integrate, then fire once a threshold is reached).
Our model, described in [DBS07a], considers Von Neumann neighborhood within
a 32 ∗ 32 environment populated with cells with the same initial condition at
startup (hence, there is no spatial growth). Each cell is endowed with an update
rule modelled after an Artificial Discrete Time Recurrent Neural Network 4 that
provides continuous output values for chemical concentrations diffused and differentiation (grey scale level determining the color of the cell) from continuous input values determined by concentration of chemicals diffused by the four cardinal
neighboring cells. All cells share the same neural weights and activation at startup (i.e., homogeneous population of cells, duplicated from the same genome).
This is indeed similar to what has already been shown earlier in figure 7, and the
typical developmental sequence is also similar to the illustration in figure 8.

Figure 9: Targets for the Flag problem (256 levels 32 ∗ 32 grey-scale images).
4. See either [DBS07b] or chapter 3 for a discussion about the respective performance of the NEAT
algorithm and neuro-evolution with Echo State Networks in this particular setup.
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Experiments have been conducted with various target objectives shown in figure 9. Without much a surprise, the experimental results varied from perfect to
near-perfect matches. But more significant, all genomes produced stable development patterns within a reasonnable number of iterations with regards to the image
size (roughly twice or three times the number of iterations required to diffuse information from one corner to the other). In practice, individuals are selected in the
early steps of the evolutionary process on their unique ability to provide stable
development, then performance is gradually taken into account as mostly stable
individuals remain in the population. This is a rather significant contribution as
all the previous works relied on fixed number of iterations 5 , with no guarantee
to converge towards a stable state 6 .
However, the major contribution of this work is found in behaviors of the resulting individuals and the efficiency of the evolved cell control architecture to
display generalization capabilities. That is, taking the best genomes produced by
the evolutionary process, these genomes are injected within a new setup without
any new optimization steps so as to evaluate how development occurs in new,
original, setups. This has been evaluated in two different setups:
– "self-repair": this setup is concerned with organism self-repairing in the presence of noise with a radical choice of monitoring convergence starting from
100% noisy initial condition;
– "scalability": or, more broadly, convergence in the context of different, larger,
environments.

Figure 10: Self-repairing wrt. noise: development of "circle" and "3-bands" flags.

Claim: enforcing
"natural"
development
termination enables
efficient
generalization.

In both cases, experimental results showed impressive results compared to previous works in the literature, from frequent 100% self-repair to the ability to reach
both stable and qualitatively consistent patterns in a new environment. Figures
10 and 11 show typical results of respectively self-repair starting with fully random initial conditions and various environments - while these are shown here
for illustrative purpose, developmental sequences are highly representative of the
results obtained with most of the genome evolved (see [DBS07a, DBS07b, Dev09]
for details). As a conclusion to this section, we highlight the importance of the
contribution to the field of multi-cellular Artificial Ontogeny as it addresses the
key problem of generalization within developmental systems and provides a so5. The model proposed by [CD06] is somewhat an exception: while development stops after a
pre-defined number of iterations, this very number is evolved and may change during the course of
evolution.
6. While stable state convergence is not enforced, it has been observed as a natural emergent phenomenon in some previous works [GB05, BMF06]. However, "natural" self-termination is always considered as a desired, but optional, feature and no penalization is applied whenever the maximum
number of iterations is met.
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Figure 11: Generalization: development of variations of "circle" and "3-bands" flags.

lution which is, to our knowledge, the best found in literature so far (even though
it has been identified as a key issue for some time).
4.3.3

Multi-Cellular Artificial Ontogeny for real-world problems

In the previous works, Artificial Ontogeny has been considered as an intrinsic process, building out full-grown organisms only on the basis of information
contained in the genome. However, the importance of the environment is preponderant in most real world situations, from biological embryogeny to bridge
construction. In some extreme case, the nature of the environment may even
strongly regulate the developmental process. In the scope of Artificial Ontogeny,
this has been seldom tackled, while it is recognized as a useful feature to address real world problems. For example, the work reported in [KGK07] addresses
the problem of truss structures growth within constrained 2D environments. The
environment may be described as a 2D cellular automata with some dead cells.
Development starts with only one single cell that may self-replicate onto a nearby
empty location and/or assume a given state among pre-defined symbols, each
symbol standing for a particular truss configuration. The goal is broadly to build
the higher stable structure (a simplified stability test is performed) and the authors showed that resulting genome can be successfully re-used to grow similar
patterns in different contexts.
While the experimental setting is slightly different, the work described in [EL07]
also addressed the issue of environment-driven development, in an elegant fashion. The environment may also be described as some kind of a 2D cellular automata with growing cells, but the particular element is that a heat source is
located somewhere and radiates in the environment. The goal is to limit the temperature at the ground level, which the system succeeds to achieve by developping into some kind of umbrella. The interesting point is that genomes that grow
umbrella can be re-used in a different environment (i.e., a different heat source
location) and provide relevant response within the new environment, advocating
for environment-driven adaptive behavior.
In the next section, we present our work regarding environment-driven Artificial Ontogeny. Compared to the related works cited in this section, the problem

37

38

EVOLVING SELF-ORGANIZING EMBODIED AGENTS
addressed is more closely related to a real-world problem and embeds a complex
interaction with the environment through the use of Finite Element Analysis in
the context of a simplified structural engineering problem.
4.3.4 Contribution: Environment-driven Multi-Cellular Artificial Ontogeny
A well known problem in shape optimization is to find the shape of various
mechanical structures, which can resist a given stress while having a minimal
mass/volume. Typical examples are fine tuning the shape of a truss structure like
the Tour Eiffel, truss bridges, cantilever truss structures and other architecture designs based on metallic trusses. However, such optimization problems cannot be
solved with analytical methods and are usually addressed with iterative numerical methods. In fact, this is a typical inverse problem when one may evaluate the
performance of a random solution, but where the model remains to be identified.
In this scope, Evolutionary Algorithms stand as relevant candidates, especially
when gradient information is unavailable during the optimization process.

Figure 12: Metallic truss structure: two support joints, one load.

Claim: developmental
systems with
generalization may
save the (possibly)
expensive cost of
re-optimization.

In [DBS08], we have addressed the cantilever truss problem as a multi-cellular
Artificial Ontogeny problem. The experimental setup is described in figure 12: a
metallic truss structure is physically grounded by two anchor nodes and is supposed to sustain the weight of an object attached at the other extremity of the
structure. As opposed to the traditional problem formulation in shape optimization, the problem is not only to find a truss configuration that minimize both stress
and weight, but also to provide a developmental system featuring generalization
capabilities. As a matter of fact, the optimization of truss structure configuration
is computationaly expensive as it requires many iterations of Finite Element Analysis (FEA) for evaluating mechanical stress over candidate solutions. Hence, the
motivation behind evolutionary design by Artificial Ontogeny in this context can
be summed up as: "evolve once, re-use many times".
The proposed model shares many similarities with the multi-cellular Flag problem previously defined: a set of virtual cells is distributed onto the mechanical
truss structure, each cell connected to neighboring cells. The resulting organism undergoes a developmental process, based on local interaction between cells,
and development stops whenever the energy-based criterion is under a given
threshold (as before, non-terminating individuals are strongly penalized to enforce termination). However, additional mechanical information regarding local
beam stress is provided to each cell while cells act on the very structure of the

4.3 ROBUSTNESS IN MULTI-CELLULAR DEVELOPMENTAL SYSTEMS

Figure 13: The physical (left) and logical (right) truss models. The logical model features
the agents onto the truss: white (resp. grey) circles show the "joint" (resp. "beam")
agents.

metallic truss by changing beam lengths and radii. In this scope, the objective
function is to minimize both global stress and weight on the whole structure,
based on local information and action. In this setup, there co-exists three different
levels which are described hereafter:
– Logical level: each beam and node in the truss embeds a cell with neural
network control architecture that receives and transmits chemicals (figure 13,
right). Moreover, beam cells acts on the very truss structure by setting desired
geometric actions regarding beam radius and length desired delta values, i.e.,
increasing or decreasing orders. In practice, experiments relied on simple
perceptron, resp. multi-layered perceptrons, as control architecture in node,
resp. beam, cells. beam/node neural network reference weights are evolved
and each beam/node is initialized with the same weights. While there is no
reccurence in the neural architecture, it should be noted that the whole truss
organism may be considered as a large recurrent artificial neural network as
there exists many pathways from one cell to another, and vice versa;
– Physical level: the metallic truss structure is simulated using Finite Element
Method (FEM) so as to compute the stress on each beam for a given configuration (figure 13, left). The FEM is used to compute stress over the whole
truss structure, and provides local stress information at the logical level;
– Geometry level: the interface between the logical and physical levels, i.e., how
cells act on the beam radii and lengths, is achieved through the geometry
level: actual length and radius of beams are updated according to the desired
delta values set at the logical level under constraints from the physical level so
as to avoid "impossible" situations such as violation of triangular inequality.
To do so, the truss structure is reformulated as a mass-spring system that
initially matches the desired configuration from the logical level. The system
is then relaxed and the actual new truss configuration is extracted from the
final equilibrium state. Hence, the physical truss is ensured to comply with
physical constraint.
Experimental evidence showed that the Artificial Ontogeny approach provides
developmental systems that match in pure performance with a straight-forward
competitive iterative numerical approach 7 . Figure 14 shows the initial and final
7. The computational cost is, however, much more expensive with Artificial Ontogeny as one call
to a FEM is required for each development iteration of a given genome while the traditional method
only requires one FEM call per genome. However, this cannot be considered as a fair comparaison
as both approaches solve different problems: the motivation with Artificial Ontogeny is to provide a
re-usable developmental system, so as to avoid restarting the whole optimization process whenever a
problem variable is changed.
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stable configurations of an 8 ∗ 6 truss structure, featuring beam radii and lengths
as well as mechanical stress/strain over beams (compressed (resp. tensed) beams
are shown in red (resp. blue)).
The interesting results come, once again, with the altered experimental conditions: figure 15 shows the development of one of the best genome starting from
perturbated initial condition and figure 16 shows the development of the same
genome for a larger 9 ∗ 8 truss 8 . While evaluation in this setup is rather tricky
because it also strongly depends on the relevance and precision of third-party
algorithms (i.e., the mass-spring and FEM algorithm), a reasonnable number of
the evolved genomes were able to display both self-repair and robustness with
regards to heavier load (results not shown here) and larger environment 9 .
While the problem at hand is somewhat limited to a rather simple setup (two
dimensions truss, limitations due to FEM and mass-spring algorithms used), we
believe it nevertheless demonstrates an interesting, and innovative with regards to
the literature, use of Multi-Cellular Artificial Ontogeny with realistic environment
feedback.

Figure 14: Development: 8 ∗ 6 metallic truss structure (best genome). From initial conditions (left) to termination (right).

Figure 15: Generalization vs. noise: self-repairing. From initial conditions (left) to termination (right).

4.3.5 Discussions and Perspectives
In this section, we have described our contribution regarding optimization of
construction process within Evolutionary Design. The focus of our research started
with the issue of generalization and robustness in multi-cellular Artificial Ontogeny, and provided some insights on the link between process natural termination (i.e., convergence towards stable configuration) and generalization/robust8. It should be noted that larger trusses could not be put to the test, not because of model limitations, but due to the lack of robustness in the FEM algorithm used here. Possible perspectives for this
work would be to join researchers from Mechanics so as to access software with reliable FEM.
9. A complete description of the experiments and discussion of the results may be found
in [DBS08].
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Figure 16: Generalization vs. problem setting: scalability (from 8 ∗ 6 to 9 ∗ 8 truss structures).
From initial conditions (left) to termination (right).

ness with regards to various variations of initial conditions (e.g. noise) and scalability (e.g. scaling up environment dimensions). Moreover, we illustrated the relevance of this approach in a problem inspired from structural engineering where
the environment strongly influences the nature of optimal design. While the practical application of this work is still limited, it gives a relevant demonstration of
the efficiency of developmental systems whenever the environment provides rich
interactions 10 .
In the current multi-cellular setup, many perspectives remain open. Some of
the most interesting, at least to our opinion, are the one listed here:
– larger environment: current limitations in third party tools (FEM and massspring algorithms) kept us from evaluating the performance of selected genomes
in very large dimensions. However, it remains an important issue to evaluate
scale-independance;
– multiple attractors: multi-cellular development process may be formulated as
a dynamical system that iteratively converges towards on a single fixed point.
Moreover, observed performance in the context of noisy initial conditions advocates that the development process features basin of attractions rather than
unstable trajectories. An interesting line of research would be to study the
possibility for development processes to feature several basins of attractions,
rather than just one, hence considering different kind of adaptive behavior
with regards to the environment (rather than variation over the one fixed
point as shown in the generalization experiments). An example of practical
use may be building very different structures depending on the environment
class (e.g. water, earth, space);
– real-world problem: in the literature, all works in Artificial Ontogeny to date
have been limited to toy and/or simulated problems. Coupling multi-cellular
Artificial Ontogeny with a real world problem still remains to be achieved.
However, there already exist experimental setup where one could imagine
to demonstrate our work on truss structure optimization. As an example,
the Odin modular robots [LGS08] are very similar to metallic trusses, except
that bars include robotic actuators that may change the bar length and benefits from stress sensors, which is very similar to the experimental setup we
presented earlier. In this scope, it may be relatively straight-forward to implement our own method and study, for example, robustness towards actuator
failure for maintaining a given configuration (e.g. a truss bridge between two
regions that must withstand a given load);
– Cell control architecture: so far, various flavours of artificial neural network
have been used and alternatives may be of interest. As an example, the field
10. This may be the major argument in favor of the temporal interpretation of the genotypephenotype mapping process in developmental systems, as relevant information from the environment
become available only during the course of development.
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of Amorphous Computing [AAC+ 00] is rich with research on languages that
may be used to program such dynamical distributed systems. While the problem of writing the correct program remains to be solved (i.e., by optimization,
in our case), it might be interesting to define the search space as the set of
programs from such a dedicated language;
– Growing methods: so far, we have been concerned with temporal development in static topologies, which corresponds to a specific class of problems
where the goal is mostly parameter tuning within an existing topology. However, addressing both spatial and temporal developments (i.e., growing multicellular models) offer different perspectives (e.g. growing truss or morphologies) eventhough real world applications may be even more speculative.

4.4

CONCLUDING REMARKS

This chapter reported our work in the domain of Evolutionary Design. Our
contribution to this field is two-fold as we first studied the limitations of indirect
encoding of construction plans, and then focused on a recent and promising approach termed multi-cellular Artificial Ontogeny to encode construction process.
In this latter setup, a population of cells is considered, where cells locally interact with one another so that the whole organism, at a global level, may converge
towards a design solution (e.g. building an architectural design, a bridge, etc.).
The essence of this approach is that the problem solving method is distributed
over many cells, which all share the same genotypic information, but behave in a
different fashion depending on their immediate surroundings.
This chapter shares a common background with what was presented in chapter 3: cells are virtual embodied agents, with each cell embedding a control architecture that sets actions (e.g. communication, migration, division, differentiation, ...) from sensory information (chemical concentration sensors, environmental feedback sensors). In fact, a multi-cellular organism is but a specific instance
of a swarm of virtual embodied agents and raise similar issues (self-organization,
self-repair, scalability issue). The particularity of a multi-cellular developmental
system is the focus on generalization with regards to variation in the experimental conditions, that is the goal is to optimize an adaptive self-organization swarm
behavior.
In the next chapter, we address the specific issue of adaptive behavior, first in
the context of a single embodied robotic agent, then in the context of swarm of
embodied agents. However, we switch the focus from adaptation as behavioral
generalization, where the (offline) optimization process finally results in a behaviors with limited generalization capabilities, to continuous adaptation, where the
(online) optimization process never stops. In this scope, the goal is to provide
an adaptation algorithm capable of facing both small and large variations in the
environment and/or the task, with the ultimate goal of building up an adaptive self-organizing swarm (i.e., where the nature of self-organization may change
through time depending on the context).
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SUMMARY
This chapter contains:
– A brief overview of online Evolutionary Robotics.
– A summary of contribution on Evolutionary Computation for continuous online selfadaptation of a single autonomous mobile robot.
– A brief overview of distributed self-organizing swarms, including self-adaptive systems.
– Concluding remarks and Perspectives about future research on evolutionary self-adaptive
swarm of embodied agents.
Related publications: [BZZ03, BSZ06, BC08, Bre08, BHE09, MB09, BBH+ 09, KHS+ 09]
Main collaborators: Yann Chevaleyre, A.E. Eiben, Evert Haasdijk, Jean-Marc Montanier (phd).

5.1

INTRODUCTION: SELF-ADAPTATION THROUGH CONTINUOUS EVOLUTION

Previous chapters were concerned with a class of problems that may be referred
to as off-line optimization problems, i.e., the optimization method (Evolutionary
Computation in this case) provides one, or several, solutions that may be used
in production (e.g. efficient robot navigation, reliable architectural design). In this
chapter, we switch towards another class of problems, that of online optimization
problems, still in the context where no analytical and/or exact methods apply. As
already stated in chapter 2, the idea behind online optimization is that there is
no distinction between the optimization process and the actual real-world deployment of the solution. As a result, such online learning/optimization algorithms
must quickly provide usable candidate solutions that would improve over time,
possibly in the context of a changing environment [Blu96].
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Claim: online
learning as
self-adaptation
process.

SELF-ADAPTATION THROUGH ONLINE EVOLUTION
An illustrative example of online learning systems for robotics may be given
from some of our previous work: the objective was to endow a mobile peoplebot Pioneer2DX autonomous robot with the ability to learn how to identify some
specific objects within its camera range, by interacting with a human teacher that
would just occasionaly name the type of the object present in the robot’s camera
image (e.g. naming "docking station" whenever such an object was encountered,
with no other information). While this corresponds to a classic supervised learning setting, the rich and dynamic nature of the environment makes it difficult, if
not impossible, to perform the task from a fixed learning set. As a consequence,
the proposed approach (described in [BSZ06, BZZ03]) relied on constantly finding new hypotheses and combining the best hypothesis so far so as to provide
an efficient ensemble classifier [Pol06] that would improve over time (i.e., online
learning [Blu96]). The advantage of such an approach is two-fold as the resulting
algorithm provided constantly improving capability as well as robustness towards
strong changes in the environment (e.g. such as replacing a specific kind of objects by another sharing the same label - this required both forgetting ability and
adaptation to the new environmental condition).
Providing autonomous self-adaptive systems in the long run is motivated by
applications in context where human supervisors are no longer able to craft
the system to the environment. Examples of applications can be found whenever unpredictable situations may arise during the actual use of a robotic systems: deployment of mobile sensor network devices with limited communication abilities [HZF09], self-reconfigurable robots for highly constrained environment [YSS+ 07, SKC+ 06], radiation shielding and site clearing [Eng06] or even
space exploration. As a matter of fact, NASA has long shown an interest on
the topic of "self-sustaining robotic systems" [CS06], with a special focus on selfcoordination, self-repair and energy autonomy, including in-situ resource exploitation and self-adaptive behavior. In this chapter, we consider self-sustained embodied agents from the perspective of self-adaptative behavior, that is where the
adaptive behavior is subject to a continuous optimization process.
This chapter focuses on embodied Evolutionary Robotics (eER), i.e., online/onboard optimization for continuous adaptation. The term "embodied" strictly refers
to the fact that all computation, including fitness value calculation and evolutionary process, should be done onboard the autonomous robot using only information available in the environment. While Evolutionary Computation mechanisms
make it possible to address ill-defined or poorly-defined problems, the issue of
adaptation is mostly limited to generalization within the classic off-line ER setup 1 .
As shown in the previous chapters, generalization implies adaptation in the vicinity of the optimized reference behavior (adapting to small variations in a maze,
balancing larger truss). But what about completely changing environmental condition? What about having to dig a tunnel rather than building a bridge so as to
open a road between two locations? This kind of situation may not be predictable
when the evolutionary process is started, requiring a rather different approach to
what has been shown earlier.
Of course, this comes with a cost: dealing with unpredictable environment usually implies that simulation is unavailable. Moreover, the combination of the opti1. A classification of generalization-enabled architecture is provided in [NF00]: (1) full general
architecture defines very expressive, but static, approaches, where adaptation is a built-in feature; (2)
plastic general achitecture means that the very definition of the architecture may change depending
on the environment at hand (e.g. changing the neural weight of a control architecture. The latter opens
interesting perspective with regards to the Baldwin effect [HN87], which is unfortunately lost when
optimization is over.

5.2 ONLINE ONBOARD EVOLUTIONARY DESIGN OF ROBOT BEHAVIOR
mization and actual use of the system implies limited, or no, intervention from a
supervisor (i.e., the environment cannot be "re-initialized" inbetween tries). This
has, however, an interesting counter-effect in Evolutionary Robotics as most of the
work in online adaptation is concerned with real, rather than simulated, robots.
This is quite an exception in the field of ER, and is motivated by the lower impact of the famous reality gap problem [JHH95]. Indeed, algorithms are designed
from the start to behave in an autonomous fashion, and the overhead due to human manutention is naturally removed. In the first part of this chapter, we provide
an overview of existing works as well as a review of the specific problems related
to online onboard evolutionary robotics. An online embedded evolutionary algorithm regarding single robot adaptation is also described and demonstrated in a
real robotic experimental setting.
The second part of the chapter deals with online optimization as a way to endow
a robotic swarm with continuous self-organization adaptation, i.e., optimizing the
behavior of the whole swarm in real time with regards to the environment and
objectives, that may possibly change through time. In this scope, the swarm is a
dynamic network where the topology at a given instant is defined by the communication opportunities of each agents. As an example, local communication
would imply a grounded graph topology [EGW+ 04a] that change through time
while full broadcasting would imply a complete graph. The emphasis is then put
on the performance of the genomes with regards to their ability to both provide
efficient behavior for the task at hand and to spread within the network, following the idea of a gene-centered view of evolution [Daw76]. As a result, swarm
self-adaptation implies both sustaining the evolutionary process and coping with
environmental constraints (intrinsic, such as getting to the energy resources, or
enforced, such as favoring genomes that perform a specific non crucial task for
their survival). The work described in the second part of this chapter represents
on-going research and perspectives and can be seen as the point of convergence
of our research interests presented along in this manuscript.

5.2

ONLINE ONBOARD EVOLUTIONARY DESIGN OF ROBOT
BEHAVIOR

This section reviews works in online onboard Evolutionary Robotics as well as
our own contribution to the field. This setup is defined by the fact that the utility,
or fitness value, of an autonomous agent is drawn from information available
to the agent, i.e., from the sole interaction with the environment, implying no
external intervention or computation. online onboard ER is motivated by the fact
that it is not always possible to a priori train the robot in a controlled environment
because of one or several constraints:
– experimental condition cannot be re-initialized (e.g. manipulation of the robot
is too dangerous, difficult, time or resource consuming), implying optimization must cope with a very important amount of fitness noise;
– the structure of the environment cannot be predicted prior to deployment
of the autonomous robot (e.g. the robot is deployed into a new, unknown,
environment). As a result, simultaneous self-adaptation and exploitation is
required;
– the enviroment may change through time, requiring constant re-adaptation
to the new environmental conditions. While this is an hot topic in online
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learning, this issue has yet to be addressed in online onboard ER, probably
due to the fact that the research field is still quite young.
As this is a rather new domain, few references exist (less than 10 years, to
be compared with the 20 years old ER field), which is mainly due to the only
recent availability of reliable cheap robotic hardware. Indeed, this section provides
a review of this very specific field, considering both single and multiple robot
setups. Specific features of each setup is defined as follow (an extensive definition
of these terms is provided in our paper: [EHBar]):
– The distributed online onboard ER approach: Each robot carries one genotype and is controlled by the corresponding phenotype. Robots can reproduce autonomously and asynchronously and create offspring controllers by
mating and/or mutation. Here, the iterative improvements (optimization) of
controllers results from the evolutionary process that emerges from the interactions of the robots. While embodied evolutionary robotics may share
some similarities with online evolutionary design of self-organization robot
swarm, the objective differs slightly: the "swarm" is here often considered as a
substrate for the evolutionary design of what is usually a single robot behavior. This was historically termed the embodied ER approach [FWP99], with
the term "embodied" referring to the distribution of the evolutionary process
among the agents;
– The encapsulated online onboard ER approach : A single robot carries an
EA implementation onboard, maintaining a population of controllers inside
itself. The robot is running this EA locally and perform the fitness evaluations
as well. This is typically done by a time-sharing system, where one member of
the inner population is activated (i.e., decoded into a controller) at a time and
is used for a while to gather feedback on its quality. Whenever several robots
are considered, the iterative improvements (optimization) of controllers are
the result of the EAs running in parallel on the individual robots, without
any exchange between them. This approach will be termed "encapsulated
ER" for short in the following.
In the case of multiple robots, both approaches lead to a heterogeneous population of robot controllers and may be combined. On the one hand, the straightforward implementation of the embodied ER approach can be seen as loosely
inspired from the ecological process of evolution. On the other hand, a classic implementation of the encapsulated ER approach means implementing a full scale
EA into one organism, which implies time sharing between individuals at the evolution level to be evaluated within one single robot. Finally, combination of both
embodied and encapsulated approaches can also be seen as some kind of island
model, as stated in parallel genetic algorithms, in that evolution occurs at two levels: that of the robot/island (i.e., encapsulated EA within one robot) and that of
the cross-fertilization between robots/islands (genome migration from one robot
to another). In the following, the main works from the literature are reviewed,
with a special emphasis on the details of the evolutionary mechanisms used and
its relevance to this classification.
5.2.1 Embodied and Encapsulated Evolutionary Robotics
While most of the evolutionary approach to robotics combine off-line synthesis
and techniques to bridge the reality gap, Evolutionary Robotics has long shown an
interest with online onboard adaptation as it would provide a natural way to ensure the relevance of design solutions. In [FM96], the authors provide a sounded
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demonstration of implementing in an online manner a classical ER approach to
endow an autonomous mobile robots with a collision avoidance behavior. This
work focused on adapting the off-line evolutionary process by crafting the experimental protocol to comply with online constraints: a single robot wanders around
the environment and is able to compute its (embodied) fitness value while the
evolutionary process is actually performed on a master off-board computer to
which the agent is constantly connected. Within this setup, the authors showed
that emulating the iterative, generation-based, evolutionary process is possible
and efficient controllers are found. However, this work also have some limitations
as it assumes that evaluation noise roughly inexistant (i.e., a random behavior is
performed inbetween evaluations so as to avoid singular starting condition, and
the duration of one evaluation is tuned so that a relevant approximation of one
individual true fitness is possible). However, this work clearly showed that it was
possible to go online, offering an alternative to approaches that address the reality gap as a seperate issue [JHH95]. On the one hand, this contribution is one
of the pioneer works towards online, and onboard (while it was not by itself),
evolutionary robotics. On the other hand, it is also limited in its working hypothesis, as are most of the work in encapsulated/embodied ER (including our own
contribution described in the next section), as it only considers the advantage of
autonomous systems in the real world to avoid the reality gap issue, and do not
focus on the potential of such an approach, that is to provide a continuous selfadaptation process that may address changing environment, which is a key issue
in online learning [Blu96, BZZ03]. In the following, we shall focus on key contribution in online ER, with an emphasis on both embodied, encapsulated and hybrid
methods.
In [FWP99, WFP02], the authors introduce an online evolutionary algorithm
termed as both decentralized and asynchronous and which takes place directly
on the real hardware. Such an approach makes it possible to address several
important scientific issues in Evolution Robotics such as the reality gap (as real
robots are used from the start), the scaling problem (as the whole algorithm is
decentralized) and the speed of convergence (as many robots are running in parallel instead of just one). The proposed algorithm, termed PGTA 2 , is based on a
fitness-proportionate broadcast of mutated genomes. Each robot features an energy/fitness level that is related to its performance with regards to the task at hand.
The robot genome is then broadcasted to nearby robot function of the energy
level, thus ending up with a genome diffusion scheme that is somewhat similar
to the traditional fitness proportionate selection/replacement scheme. This work
was experimentally validated with 8 real robots controlled by weighted combination of two inputs (light left/right detector and bias) to provide two outputs
(left and right motor values), implying a four dimensions search problem. While
limited, the resulting behavior showed both efficiency and behavioral diversity
with regards to the task to be solved: a phototaxis task, with implicit robot-robot
interference as robots could bump into one another.
Walker et al. [WGW06] take the radically different approach of encapsulated EA,
and describe a variation of an Evolution Strategies [BS02] where three genomes
are considered at all time: a current challenger C2, and two stored genome C1
and P. whenever a new challenger is evaluated, P is eventually replaced by C1
(depending on their respective fitnesses), and C1 is also eventually replaced by
the new C2. Afterwards, a new genome C2 is generated as a mutated version of
P through a parameterized Gaussian mutation (the parameter itself is included
2. "Probabilistic Gene Transfer Algorithm".
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in the genome and evolved). This makes it possible to retain a good genome for
two consecutive evaluation, eventually smoothing fitness evaluation noise. Experiments in simulation showed that this approach does indeed provide good results,
however, the authors also state that online evolution must be combined with a
traditional EA approach so as to bootstrap the search with relevant genomes 3 . In
fact, this is contradicted both by results from the literature as well as results from
our own work (cf. next section). A possible, and most probable, explanation is due
to the fact that higher number of evaluations is needed whenever the experimental conditions cannot be re-initialized to the same state in-between evaluations
(i.e., fitness noise).
Then, some other works have explored the path of hybridization, mixing embodied and encapsulated approaches so as to get the best of both worlds: while
the embodied approach benefits from a natural parrallelization of the evolutionary process, left-over robot temporarily seperated from the population may get
more benefits from an encapsulated approach, that makes it possible to pursue
self-adaptation but with limited ressource [UA03, Neh02, PBR08, HB06]. A representative example is the work from Usui et al.[UA03]: they provide an algorithm
that is very close to an island model in evolutionary computation [MS00]: while
genome can be transfered from one robot to another, variation, selection and evaluation are all managed locally through the combined use of a gene pool and
time sharing for evaluating locally competing genomes. To sum it up, incoming
genomes are stored within a gene queue until they are evaluated, and any evaluated genome is stored in a gene pool, which is then used to create new genomes
through mutation and crossover. New genomes are stored in the gene queue, waiting to be evaluated. Experiments were done on simple wall avoidance task, using
a neural network with sigmoid activation function and no hidden layer.
Also, Nehmzon et al. describes PEGA, an online EA for parameter tuning of a
control architecture addressing tasks such as phototaxis or obstacle avoidance using two robots [Neh02]. PEGA is based on an explicit separation between genome
evaluation and mating behavior. The algorithm is, again, running on a local basis: each robot renews its genome depending on a fitness comparison between its
own genome and that of its partner. Then, two situations are possible: (1) if the
current genome is better, the newly generated genome is either a mutated copy of
the latter or a cross-over with a best-so-far genome found and (2) if the partner’s
genome is better, a new genome is generated through cross-over. As a results, the
algorithm mainly follows the embodied approach, but encapsulated mechanisms
also come into the picture whenever the local genome is better than the imported
one.
Some other works have also tackled online onboard evolutionary robotics and
are cited here for the sake of completeness, either considering representation issues such as GP-based control architecture [NB97] or focusing on different aspects of the evolutionary process: stability of the evolutionary process [KJKL08],
time sharing issues in the encapsulated online ER [EUDC05, Elf07], relation between evaluation and mating time scales [WSW07], control architecture representation [FSCB02] as well as the influence of full broadcast to emulate a panmictic 4
and selection/replacement scheme [SD01], allowing for direct benefit of a large
population at the cost of possible problems with regards to the nature of the environment (i.e., different behavior may be required depending on the location).
3. As a matter fact, this idea is also exploited in [HS06] to address the reality gap issue with online
ER.
4. i.e., all individuals are always connected.
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Contribution: Single Robot Online Onboard Self-Adaptation

In the scope of our research, we addressed the following question: given an
autonomous robot, how to optimize its behavior architecture with regards to a
delayed, poorly informative, possibly noisy reward without any external control
over the environment and the robot. This is typically the case when the robot faces
a situation and cannot "go back to the lab" for training: the optimization process
must be run onboard, and self-adaptation is performed in an online fashion, i.e.,
during the actual exploitation of the robot. In [BHE09], we have discussed relevant
issues and requirements to be addressed:
– Unknown fitness landscape: the typical fitness landscape in ER is both multimodal (many local minima) and partly neutral (many close genotypes perform in a similar way). One reliable assumption is that of strong causality [Rec73], the fact that small variations in the genotypic space implies small
variations in the fitness value. A direct consequence is that any reliable algorithm should be able to perform both local search (to exploit this strong
causality property) and global search (to avoid the pitfall of multi-modality) ;
– Evaluation reliability: as the environmental condition vary over time depending on the robot location, performance assessment (i.e., fitness) of one genome
might be completely different from one starting location to another (e.g. starting in a narrow bridge or starting in the middle of an empty arena). This
is the problem of noisy fitness evaluations, which require a great number of
independant evaluations to assess for the ”true” performance of one genome.
The (1+1)-online adaptation algorithm first described in [BHE09] has been shown
to address these issues and provides an efficient way to perform continuous
adaptation on a single robot in various context. The (1+1)-online algorithm is
described as an evolutionary algorithm inspired from the famous (1+1) evolution
strategy [BS02], with only two genomes: a champion and a challenger. The champion is the actual best genome so far, which is stored in memory. The current
genome running on the robot is the challenger, and competes against the champion genome. A challenger is always generated as a mutated copy of the current
champion and it will replace the champion only if its current fitness value is better.
Moreover, this algorithm embeds some specific mechanisms:
– Local and global search: A mutation operator is used to produce a challenger
from the current champion. This mutation operator is able to do both local
and global search. A gaussian distribution N(0, σ) is used. The switching
between local and global search is done by the value of σ. If this value is low,
few modifications will be done to the genome, and the search will remain
local. If the value of σ is high, the genome will be strongly modified, and
the research will go global. The σ update scheme is based on the following
assumptions: whenever the search is stalled, the scope should switch to global
(i.e., σ increased), otherwise, fast improvements should be favored (i.e., σ is
kept at a minimal value after a new champion is found).
– Re-evaluation: Individuals may get lucky or unlucky during evaluation depending on the environment at hand. This is a typical problem related to
fitness noise. An efficient solution is to reevaluate individuals, as proposed
in [gB98].The reevaluated fitness overwrites the fitness of the champion. This
is done to promote individuals with a low variance in their performances.
One of the drawback of the overwriting method is that good individuals
could be replaced by inferior but lucky individuals. If an individual is lucky
during its first evaluation but has a low mean fitness it will not survive next-

Claim: re-evaluation
is needed for online
onboard evolutionary
self-adaptation so as
to cope with fitness
noise [BHE09].
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reevaluations. As a consequence, the evolutionary algorithm won’t be stuck
with bad individuals.
– Recovery: As this work assumes the evolutionary algorithm should run without human intervention, it implies no repositioning of the robot after each
evaluation of one individual. For example, a genome may be evaluated starting from completely different initial conditions, such as in front of a wall
or in a tight corner. To avoid penalization of good genomes, a recovery period is introduced: during this time, the robot behavior is not considered for
evaluation (i.e., ”free of charge”), which favors genomes that display good
performance whatever the starting position.
In order to advocate the generality and practical relevance of our contribution,
we evaluate the algorithm in three different setups [BHE09, MB09]:
– the first setup included actual robotic hardware, a Cortex M3 board with
256kb memory, connected to a simulated ePuck mobile robot with two wheels
and eight proximity sensors in the Player/Stage environment 5 . See figure 17,
above;
– the second setup considered one specific kind of robot, the symbricator robot 6 ,
and was run in physics-based 3D simulator. See figure 17, below;
– the third setup considered a real world implementation within an autonomous
four-wheel Robotic mobile robot. See figure 19. This setup will be described
later on.
For each experiments, the protocol is the following: the robot is set in the environment and the algorithm is started. After N time-steps, the evaluation of the
current controller is completed and the controller parameters are replaced with
values from a new genome, which is evaluated from the location the previous controller left it in. This means that no human intervention is ever needed.
For each run of the experiment, the robot starts with a random genome and
a random seed. The fitness function is inspired by a classic one, described in
[NF00] which favours robots that are fast and go straight-ahead, which is of course
in contradiction with a constrained environment, implying a trade-off between
translational speed and obstacle avoidance. The following equation describes the
fitness calculation in the scope of a maximization problem:
fitness =

evalT
Xime

(vt ∗ (1 − vr ) ∗ (1 − minSensorValue))

t=0

This corresponds to an aggregation of three different (normalized) terms: maximizing the translation velocity (vt ), minimizing the rotation velocity (vr ) and
maximizing distance to the obstacle (minSensorValue is the value of the most
stimulated proximity sensor). A genome is defined as list of values for encoding
the weights of the neural network used as a control architecture (a perceptron
with no hidden layer, a bias input node, 8 input nodes for infra-red values and
2 output nodes for the left and right motor values). It should be noted that both
the objective function and control architecture are rather simple and were used in
these experiments for convenience as it makes it possible to focus on the dynamics
of evolution rather than solving a precise problem.
To provide an indication of the true performance and reusability of the best
individuals found by (1+1)-online evolution, a hall-of-fame is computed during
the course of evolution from the champions of all runs, by summing all fitnesses
5. http://playerstage.sourceforge.net
6. http://www.symbrion.eu
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Figure 17: Experimental setup with the Cortex M3 board connected to an ePuck in Player/Stage (up) and to a Symbricator robot in Delta3D simulator (down). The
numbers in the arena indicate the starting positions for the validation trials.

achieved during re-evaluation (i.e., pressure towards long-lasting, good performing genomes). The 10 best genomes from the hall-of-fame are validated by running each from six initial positions in the environment (the numbers in figure 17).
Starting from each of these positions, the genomes are evaluated for ten times the
number of steps used for evaluation during evolution. This decomposition into
an evolution (development) phase and a post-experiment testing phase is similar
to the learning and testing phases commonly seen in Machine Learning, and is
assumed as a methodology for validating and comparing the obtained genomes.
Experiments provided two illustrative demonstrations of the relevance of our
algorithm 7 :
– On evolution dynamics: during the adaptation process, the algorithm provided evidence of both fast local improvement around promising solution
and global, very exploratory, search behavior whenever the algorithm was
stalled;
– On behavioral diversity: best performing genomes displayed an important behavioral diversity: figure 18 illustrates this by showing the pathways of these
individuals, starting from an initial position on the left of the environment.
This reflects the genotypic diversity observed in the hall-of-fame and hints
at the algorithm’s capability to produce very different strategies with similar
fitness.
As a matter of fact, this correspond to the original motivation: a continuous optimization process that explore many possible strategies (i.e., the algorithm is never
stalled, as stagnation results in global search) while identifying the best perform7. Experiments and results are extensively described in [BHE09, MB09], as well as the precise
parameters used.
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ing ones (i.e., entries in the hall-of-fame). In fact, we assume the hypothesis that
no global optima may ever be identified for sure, hence the hypothesis according
to which a stalled process never implies a global optimum.

Figure 18: Examples of navigation for the ten best controllers.

EXPERIMENTS WITH A REAL ROBOT: As said before, the (1+1)-restart-online has
also been tested on an autonomous four-wheels Bioloid robot. The Bioloid kit
provides robotic parts and an ATmega128 microcontroller with 128Kb of memory.
Figure 19 shows the robot used in this work and the environment. The robot is
equiped with 4 motors, and 7 distance sensors. The 7 red arrows around the robot
shows the orientations of the distance sensors. The controller of the robot is a
feedforward neural network with 8 inputs (7 distance sensors and 1 bias) and
2 outputs (left and right motor velocities). The two left side wheel velocities are
controled by the same neuron, and the two right wheel velocities by the other one.
Each individual is recovering during 60 time steps (7 seconds) and is evaluated
during 60 following time steps.

Figure 19: (a) The robot and the directions of the 7 distance sensors, (b) the environment

Claim: as illustrated
elsewhere, Embodied
ER naturally
addresses one major
pitfall of ER: the
reality gap [MB09].

Within one hour, the algorithm provided similar figures to what has been already shown in the previous experiment and the traces of the first two best
evolved controllers from the Hall-of-Fame are illustrated in figures 20 and 21.
These two control architectures efficiently avoid wall with simple yet efficient behaviors. The best controller (figure 20) is faster when moving in straight line, and
displays sharper turn trajectories. Other genomes have been empirically evaluated
(not shown here) and display mostly the same kind of behaviors as these two, but
with minor differences (sharper turn, slower/faster trajectories, etc.).
An interesting comment about this experiment is that relying on the online
adaptation algorithm considered makes it straight-forward to address an important issue in Evolutionary Robotics, that of the reality gap [JHH95]. Indeed, the
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Figure 20: Example of behavior for the best evolved controller.

Figure 21: Example of behavior for the 2nd best evolved controller.

algorithm needed exactly the same amount of work from the experimenter in simulation and reality and neither human intervention nor external remote control
was ever needed during the whole experiment with the real robot. Of course, this
assumption must be taken with care as the fitness considered here is a rather simple one and was chosen to focus on the validation of the algorithm features rather
than on its ability to solve a complex problem.
5.2.3

Discussion and Perspectives

In the first part of this chapter, we reported our work in online onboad continuous adaptation autonomous mobile robot. This stands as a rather new and
unexplored field which is at the cross-road of Evolutionary Robotics and Online
Learning. We presented our contribution in this domain regarding online self-
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adaptation of a single robot, based on embedding a dedicated variation of evolution strategies for control architecture optimization in the context of a loosely
defined control task. Several perspectives can be drawn from this work and are
listed below:
– extension of the proposed algorithm: in the current setup, only two competing genomes are used by the evolutionary algorithm: a champion genome
and a challenger genome. While physical constraints imply only one solution
may be evaluated at a given time, alternative representation for the champion
genome may be possible. Taking some inspiration from Evolution Strategies,
the champion could either be a parameterized distribution around a centroid
in the genotypic space (e.g. CMA-ES[AH05]). Hence, this reference genome
generator would be able to generate, and be updated by, any new "challenger"
genome. While this may provide finer tuning of the control architecture, the
issue of premature convergence remains to be addressed. Indeed, one may
wonder about the ability of such an algorithm to escape local optima as the
whole reference would act as a strong attractor to any such region (our own
contribution in [MB09] also discussed this issue for the original algorithm we
described earlier);
– Dynamic task/environment: so far, most of the work in online Evolutionary
Robotics (including our work), focused on static objective function within
static environment. However, one key issue in Online Learning is concept
drift, or the extreme case of abrupt changes in the environment. Addressing
these issues may be a key feature for online ER algorithms as it corresponds
to relevant concerns: the ability to survive through time by adapting to a
dynamic environment.
– Implicit fitness function: in the current setup, explicit fitness function are
written and used to compute a reward for any new genome evaluated. However, continuous adaptation may be formulated as coping with internal and
external constraints. One example is to sustain the energy level within an
environment with limited amount of moving energy ressouces. In this situation, adaptation would be environment-driven, which offer richer perspectives than what can be obtained using simple explicit objective function as the
one described earlier. The second part of this chapter focuses on this consideration as it will discuss environment-driven adaptation of self-organization
behavior in a swarm of autonomous embodied agents.
– Bootstrap and exploration: as stated in chapter 3, one major pitfall in evolutionary design is bootstrapping the evolutionary process and, by extension,
avoiding situations where evolution is stalled. These issues are still very relevant in the context of distributed embodied ER, and the major approach
of enforcing diversity must be interpreted in the context of a spatially distributed population. As an example, diversity mechanisms may be based on
a local selection pressure taking into account heterogeneity in the genotypic
and/or phenotypic spaces so as to select a promising mating partner.
– Lastly, the relevance of resilient robotics should also be mentionned: this approach combines both addressing the reality gap, by relying on real robotic
setup from the start, and the benefits of fast and safe simulation trials [BZL06].
The underlying idea is to endow an autonomous robot with an onboard simulator, imperfect at first, and gradually trying to minimize the predictive error
of the simulator with regards to the real experience. Then, it may be possible
to use the learned simulator so as to provide a safe sandbox for optimizing
the real robot behavior prior to their actual use, but also to recover from possible changes in the morphology and/or environment, by relying on a contin-

5.3 PERSPECTIVES: TOWARDS SELF-ADAPTIVE SWARM OF EMBODIED AGENTS
uously updated simulator based on any new data from the robot interaction
within the environment. In the context of online learning, this would make it
possible to perform simulated preliminary trials for possibly dangerous task.

5.3

PERSPECTIVES: TOWARDS SELF-ADAPTIVE SWARM
OF EMBODIED AGENTS

This last section of the manuscript present on-going work on self-adaptive
mechanisms in the context of a self-sustained swarm through online evolutionary
design. we provide a discussion on this topic as well as a description of preliminary works and we sketch directions for future research. This section is the convergence point of previous topics addressed all along this manuscript: chapter 3
was concerned with evolutionary mechanisms to ensure an efficient optimization
process through evolutionary design, chapter 4 addressed the issue of generalization in multi-cellular self-organization and the first part of the current chapter was
concerned with online evolutionary design of single embodied agent. As a matter
of fact, this section combines the ideas of optimizing distributed self-organization
with long term, continuous adaptation/learning.
The class of problems we intend to address in this section may be defined by
the following properties:
– the population of embodied agents is spatially distributed over an environment (e.g. landscape, space or n-dimensions virtual environments);
– only local interaction is possible (e.g. swarm of robots, of radio sensors, cluster of computer);
– network topology may change through time (e.g. moving agents);
– possible loss of connectivity (i.e., the swarm may be divided into seperate
sub-groups at some point);
– minimal bandwidth (i.e., there is a trade-off between global synchronization
and speed of execution);
– no global explicit utility of the swarm may be computed 8 (e.g. the swarm is
on a far-away planet, which makes it difficult, if not impossible, to introduce
a centralized global coordinator);
– while the swarm utility remains unknown, the utility of a single individual
may be approximated (i.e., embodied fitness function). However, a maximum
local utility of a given agent may be incompatible with maximum swarm
utility (e.g. maximising agent curiosity may be useful to bootstrap complex
behaviors, but incompatible with self-coordination required for a given task);
– only sensor (including communication) and motor information is available to
a given agent (e.g. to approximate the local utility function);
– the optimum is described as a stable state of a dynamical system (e.g. selfcoordinated agents that harvest energy to survive).
As a result, the swarm of embodied agents may be formulated as a graph,
where nodes stand for agents and arcs stand for direct communication links of
any sort. Moreover, the topology is dynamic through time and directly depends
on the impact of agent actions on communication possibilities (e.g. moving away
from communication area). This is typically the case with mobile sensor networks
or any swarm of agents with limited computation and communication ability.
8. In practice, such a global utility may be computed for monitoring purpose during experimental
testing, but not during actual exploitation of the system.
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5.3.1 Major Approaches to Adaptive and Self-Adaptive Swarm
As a matter of fact, several closely related research fields share interest for this
class of problems. The most important are briefly introduced in the following,
along with our own contributions:
SWARM INTELLIGENCE AND SWARM ROBOTICS: Swarm robotics is deeply inspired
from Nature [BDT99] and is based on hand-designed robotic behavior at an individual scale so as to achieve task at the swarm level, such as foraging, selfcoordination, object transportation, and similar tasks [BS07, SW08]. In this scope,
we briefly explored in [BC08] the problem of re-localization in a swarm of mobile
virtual agents in a two dimensional world. In this setup, the swarm can be represented as a grounded graph [EGW+ 04b], i.e., a graph where values over the arcs
represent distances between nodes/agents, and where arcs can be drawn between
two nodes only if the corresponding physical entities are close enough. Relocalization is thus defined as a self-organization swarm behavior so as to ensure,
and maintain over time, global properties over the communication graph (i.e.,
a 3-connected and redundantly rigid grounded graph to ensure unique realization [Hen92]). The proposed approach relied on a simple behavior-based control
architecture duplicated on every virtual agents that experimentaly proved to be
efficient with regards to swarm aggregation and ensuring relocalization based on
local information.
EVOLUTIONARY SWARM ROBOTICS: The idea of evolving the control architecture
in the context of swarm robotics was explored in several works [Tri08, TND08].
Most works assume a classic formulation as an off-line design problem with
population-based iterative evolutionary algorithm. The main difference comes
from the evaluation scheme: the genotype of an individual in the evolutionary
process contains the parameters to setup the control architecture of the swarm
individuals (usually leading to an homogeneous population). Objectives are very
similar to those cited previously, but the evolutionary process make it possible to
get original, and possibly more efficient, self-organizing swarm behavior. Aside
from the (crucial) mobility aspect, this shares many similarities with multi-cellular
organism as described in chapter 4. This consideration lead us to extend our own
work to swarm of virtual mobile agents for a uniform coverage task [Bre08] (i.e.,
agents must spread in the environment so as to provide maximum coverage 9 ).
While the environmental setup was rather limited, this work demonstrated selforganization and self-repair behaviors as well as (limited) generalization properties.
EMBODIED EVOLUTIONARY ROBOTICS: As described in the first part of the chapter, embodied evolutionary robotics take a rather different viewpoint as the problem considered is related to online learning. However, embodied ER is concerned
with parallelizing optimization of a single robot behavior (i.e., the population is
considered as a reservoir of computing power) rather than self-organization of the
whole organism (i.e., implying complex robot-robot interaction). This is a major
difference with our current concerns as the swarm may face problems for which
different kind of complementary behaviors may be needed.

9. If agent are considered as Voronoi region sites, this problem can be reformulated as a homogeneous paving problem.
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OPEN-ENDED EVOLUTION: There have been a long interest in Artificial Life (AL)
regarding both self-replication and open-ended evolution, which has been simulated first in the works of Steen Rasmussen [RCFH90] as well as Thomas Ray [Ray91].
In this scope, the focus is on the dynamics of evolution through time regarding an
implicit criterion related to the ability of genomes to spread within a population.
As opposed to ER main topics, the dynamic of the whole population is considered through inter-acting individuals. A striking illustration of this idea can be
illustrated from the work of Thomas Ray: a population of programs written in
assembler code and which sole function is to replicate, compete for a limited
amount of memory space. Moreover, small random mutations may occur during
the course of replication, which eventually ends up with the spontaneous emergence of smaller programs, which is a key advantage for survival as the shorter
(i.e., faster to replicate) the program, the wider the diffusion in memory. Interesting dynamics have been observed regarding the emergence of parasitism and
symbiosis patterns between individuals, both in Ray’s work and in later work in
more complex setups such as distributed agents moving in a two-dimensional environment ([AB94, TM01, SKF07, YGS08] among others). The key features in these
setups are (1) the ability to implicitly formulate the fitness function as a pressure
towards survival (e.g. lifetime, ability to reproduce) from which is derived the
necessity to perform complex behaviors (exploration to find a mating partner, coordination for reproduction, etc.) and (2) the existence of an environment within
which emergence of complex interactions can be observed (i.e., considering interaction with both the world and other individuals).
Some few works have also tried to combine embodied ER and open-ended evolution of swarm behavior [BN04, HVE08]. The term "situated evolution" has also
been introduced to define evolution under specific properties: time-embeddedness,
space-embeddedness, and (possibly) de-centralization [HVE08, SHE09]. To some
extent, it should also be noted that some similarities do exist with other fields,
such as gossip algorithms for distributed database synchronisation [SW04], distributed machine learning [KV04], parallelizing optimization [AT02], mobile sensor networks [Ang04] or learning in multi-agent systems [AdK+ 01]. Lastly, it
should be noted that the formulation of this problem may also be addressed in a
more formal way, for example by defining a specific flavor of DEC-POMDP. Still,
the current approach based on evolutionary operators is strictly a particular instance of policy search algorithm [SB98], targeting approximate solution without
even paying the cost of value iteration in a context where an exact solution is
highly improbable to get in reasonnable time [BGZI02].
5.3.2

On-going work and Perspectives: Embodied Evolutionary Design of SelfAdapting Swarm

The class of problems described in the introductory part of this section is at the
cross-road of Embodied ER - as an objective may be formulated at the swarm level,
e.g. harvest energy - and Open-ended evolution - as the "true" fitness function is
unavailable. Nevertheless, these problems are original as they are defined in a
context where the human engineer cannot provide any further help beyond the
actual launch of the swarm, except by defining an approximation at a local level
of the global objective.
In this setup, an algorithm for self-adaptive swarm must cope with an approximation of the local fitness function (e.g. locally harvested energy), which may be
in contradiction with both the global objective (e.g. an heterogeneous swarm may
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be more efficient on a global scale, with some elements acting as communication
router rather than maximizing their own profit) and environmental constraint
(e.g. for each agent, the cost of maintaining maximum network connectivity vs.
spreading its own genome).
The hypothesis of this current work is that evolutionary mechanism may be
relevant to provide at least an approximation of an efficient self-adaptive selforganization, which is motivated by the results obtained in the research domains
described in the previous section. In particular, evolutionary computation has
been proved to be (1) robust, flexible and able to provide local and global search
and (2) applicable to distributed systems, with possibly asynchroneous selection/replacement operators.

Figure 22: Embodied evolution for self-adaptive swarm - illustrative setup. Details: yellow
regions stands for energy supply zones (right and left zones provides different
energy sources, both are needed for surviving) ; grey region stands for "cold"
zone (i.e., lower speed) ; aggregated robots are less sensitive to reducing speed
impact in the cold zone (i.e., groups are less sensitive to cold).

An illustration is provided in figure 22: autonomous mobile agents have limited
communication and sensing range (the red lines in the figure) and wander in the
environment as well as coping with several constraints, including locally defined
objectives. The environment provides two different energy ressources located at
the opposite side of the environment. Both energy ressources are needed for autonomy, pressuring agents towards going from one end of the environment to the
other. A "cold" zone in the middle of the arena impact the locomotion speed of
agents, however this negative effect can be overcome if agents travel in a close
formation 10 .
In this setup, a distributed online evolutionary algorithm would target sustainability of each genome, with regards to both favoring agents that visit the two
energy ressources (necessary for short-term survival of the genome) and maximizing the number of encounters with other robots (necessary for long-term survival
of the genome). Now let’s assume the "cold" zone regularly turns into a "hot"
zone, implying that agent speed is negatively impacted if agents travel in close
10. This is inspired from [TTD04a].
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formation for some time 11 . This implies continuously re-tuning the adaptation
process. Even more radical, we can imagine to "teleport" the whole swarm into a
brand new environment.
However, there is still one missing point to our approach, which makes it truly a
combination of open-ended evolution and pre-defined objective-oriented embodied evolution: the original intention of the human supervisor with regards to the
task to be achieved. For example, it may be required that the swarm of agents
from the illustrated setup above performs a patrolling task [Che04], without any
knowledge of the actual map. Firstly, the open-ended evolution aspects of the approach is mainly targetted as sustaining favorable conditions for the evolutionary
process to take place. Secondly, the distributed nature of the swarm keeps the
supervisor from formulating a global target objective. Hence, we consider the formulation of locally defined, possibly incomplete, objective function, which often
means defining an approximation at the individual level of the "true" objective
function at the swarm level. From the previous example, this would imply formulating the patrolling objective function (i.e., maximizing the number of regions
visited by the swarm) as a local objective function, embedded in each agent (e.g.
maximize patrolling for each agent, which is not an optimal formulation). As a
result, targeting the optimal state of the local fitness function possibly leads to a
sub-optimal state for the global fitness function (e.g. collaborative patrolling may
be better in some case) if only the local formulation is taken into account.
The setup described so far is typical from the viewpoint of open-ended evolution, as it focuses on the problem of environment-driven self-adaptation for surviving. The success of the distributed algorithm is of course dependant on many
other considerations, and more questions are asked than answers are provided
in the current state. Some of the most important open issues are listed hereafter,
many of them sharing common concerns with that of embodied ER and/or openended evolution:
– How to address conflicting objectives (e.g. sustain energy and maximize mating) ? How can we formulate this as a distributed multi-objective optimization at the swarm level;
– How to balance between a locally defined partial objective function and evolutionary pressure in order to address optimal behavior at the swarm level.
– How to introduce swarm diversity during global search;
– What are the respective benefits of speciation, resulting either in cooperative
(e.g. self-coordination of heterogeneous individuals) or competitive (e.g. selfinduced evolutionary pressure) speciation 12 .
– How to address the bootstrap problem, for example through various flavor
of novelty search?
– How to ensure a natural pressure towards greater complexity?
– What would be the benefit of self-replication in such a context?
– How to benefit from varying level of connectivity (e.g. what if global communication is available from time to time)?

11. A somewhat similar setup was introduced in [NP96], with an emphasis on generalization as the
different environments were actually known prior to the optimization process (as opposed to what is
described in this section).
12. Moreover, the a priori unknown environment structure makes it impossible to devise an efficient
strategy for self-organized behavior. A typical example is that for foraging resources, one adaptive
swarm may converge to either homogeneous or heterogeneous elements depending on the environment at hand.

59

60

SELF-ADAPTATION THROUGH ONLINE EVOLUTION

5.4

CONCLUDING AND CLOSING REMARKS

In this final chapter, we switched our focus towards online evolutionary design
of embodied agents, and more precisely to self-adaptive behavior in autonomous
robotic agent - extending the idea of robustness and generalization addressed in
the previous chapter. The first part of this chapter presented our early work on
single robot self-adaptation, based on a simple derivative of a famous Evolution
Strategy algorithm [BS02]. The resulting algorithm was experimentaly studied
and was also shown to provide promising results in a real robotic setup, without
requiring any external intervention from a human assistant.
The second part of this chapter provided a background for on-going works
and perspectives. It may be interpreted as the convergence point of the research
work summarized in this manuscript, as it is concerned with self-adaptation mechanisms of a swarm of embodied agents - referring to section 5.2 of this chapter
and sharing many concerns with multi-cellular self-organization optimization presented in chapter 4. Moreover, the evolutionary design approach is shown to be a
promising perspective given the problem properties, hence referring also to concepts and issues presented in chapter 3.
As a conclusion, this manuscript summarizes the progressive switch in my research activities towards self-adaptive multiple embodied agents system. To my
opinion, this rather new research area may be considered very promising, given
the possible applications one can imagine from it, but also challenging, as the scientific knowledge in this domain remains to be extended. One last word is about
the source of motivation behind this problem, which finds part of its roots in
Artificial Life as this is also about studying the evolutionary dynamics of a society of artificial creatures, but with the constraint of capitalizing and canalizing it
towards human-compliant and desired functional objectives.
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